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Abstract—Multi-connectivity is anticipated to provide more
reliable, higher data rate connections for cellular network users
by leveraging all available radio resources across base stations
within one or multiple radio access technology(ies) (RAT). It
aims to improve user mobility through multi-RAT connections
or mitigate quality of service (QoS) degradation when users
connect to congested cells through load-balancing traffic among
base stations and distributing the user’s flow across multiple
links. Although many studies have investigated the benefits of
multi-connectivity across various network deployments using
analytical models or simulated environments, we critically assess
these reported gains, particularly regarding system throughput.
We argue that multi-connectivity’s advantages are primarily
restricted to scenarios with a low user-to-base station ratio and
that dense networks are less likely to benefit.

We formulate the user-to-base station association and resource
allocation within a proportional fair (PF) setting across varying
user densities to examine this. Our findings demonstrate that
multi-connectivity offers no superiority over the PF single-
connectivity baseline in dense networks. Furthermore, in sparse
networks, we show that while multi-connectivity can potentially
enhance system throughput, it does not significantly improve
individual users’ QoS, as the PF single-connectivity scheme can
offer sufficient resources to every user.

Index Terms—5G Mobile Networks, Multi-Connectivity, Load
Balancing, Proportional Fairness.

I. INTRODUCTION

The fifth generation of cellular networks introduces new
use cases with stringent requirements for extremely high
throughput, ultra-low latency, and the ability to support a large
number of connections. These needs align with three key ser-
vices defined by 3GPP: Enhanced Mobile Broadband (eMBB),
Massive Machine Type Communications (mMTC), and Ultra-
Reliable Low-Latency Communications (URLLC) [1].

To meet the pledged service quality, the radio access
network (RAN) must be redesigned to provide sufficient
bandwidth to users (UEs) reliably. In a traditional RAN, users
only utilize a single base station’s resources. However, multi-
connectivity allows UEs to connect to multiple base stations si-
multaneously, taking advantage of all available radio resources.
This approach is expected to result in higher throughput
and lower latency, as data can be transmitted via the least
congested path [2]. Additionally, multi-connectivity facilitates
seamless mobility in new mmWave and terahertz communica-
tions, where frequent handovers are common [3] [4].

The multi-connectivity proposals in the literature [2] ad-
vocate for packet duplication [5] and load balancing [6] [7]
as effective methods to ensure quality of service for users.

When a packet is duplicated and sent from two access points
(APs), the reliability of the transmission is enhanced. If one
packet is lost due to loss of line-of-sight (LoS) or erroneous
reception, the other can still reach the user. Additionally,
when a base station is overwhelmed with users, traffic can
be seamlessly offloaded to neighboring base stations thanks
to multi-connectivity. Similarly, traffic can be redirected from
one base station to another with a different RAT [8].

Currently, 3GPP has standardized dual connectivity [9],
where two nodes, named the master node and the secondary
node, establish the control plane and the data plane to the user,
respectively. The master node can be part of the data plane as
well, where the flow’s traffic is sent to the master node and
split there at the Packet Data Convergence Protocol (PDCP)
layer in both nodes with X2 interface connecting them [9].
However, going beyond dual connectivity and managing the
coordination between multiple nodes, splitting and transmit-
ting packets to users is only viable if the gains justify the
additional complexity.

Numerous studies have investigated multi-connectivity
scheme as a mechanism for load balancing to meet users’
demands [6] [7] [10] [11]. However, these studies often assume
a sparse network, with only a limited number of users, actively
receiving data from the base station. Additionally, none of the
above works specifically address the impact of user density
on the multi-connectivity status of users, such as the degree
of connectivity and the throughput they experience from each
connection.

The advantages of multi-connectivity are evident in situa-
tions where multiple non-congested access points can transmit
data to a user, resulting in increased throughput for that
user. However, we advocate that having a small number of
users simultaneously receiving data from the system or a low
user-to-base station ratio does not always lead to significant
benefits. Networks are usually designed to accommodate peak
demand during times of high user density. Consequently,
using free resources during low-demand periods means over-
allocation of resources and increased operational costs for the
mobile operator.

In this paper, we critically assess the benefits of the multi-
connectivity scheme. We address the limitations found in pre-
vious works by investigating the benefits of multi-connectivity
at varying user densities using the proportional fair scheduler.
In summary, our main contributions are as follows:

• We establish the user-base station association and re-



source allocation for a proportional fair scheduler in
a multi-connected environment. This formulation inher-
ently considers the resources available at each base station
and aims to balance the traffic among them, maximizing
overall system utility.

• We propose a simple, fast, and efficient solution to tackle
the proposed formulation with near-to-optimal perfor-
mance. This simplicity allows us to analyze large network
scenarios involving 25+ base stations and 100+ users in
a few seconds.

• We conduct extensive experiments to analyze users’
multi-connectivity status and quantify network-centric
and user-centric metrics across various scenarios.

• Contrary to numerous works in literature [6] [7] [12] and
in accordance with [13], we question the gains acquired
by multi-connectivity concerning throughput boost, for
both low and high user density scenarios compared to a
cell-load-aware single connectivity scheme.

• We have extended the simulator published in [14] for our
experiments and made our source code available at [15]
to promote reproducible research.

The rest of the paper is organized as follows: section II
presents the related works, section III describes the problem
formulation and system model, then section IV proposes the
solution to the formulation. Section V presents the simulation
setup and dissects the solution performance and the results.
Following that, section VI debates the obtained results and
future directions. Finally, section VII concludes the paper.

II. RELATED WORKS

The functions of multi-connectivity, briefly introduced in
the introduction, are extensive and impact various aspects of
cellular network management and optimization. Consequently,
numerous research areas partially or entirely focus on multi-
connectivity.

One line of research focuses on assessing the reliability
of multi-connectivity, primarily using analytical models that
examine relevant aspects such as channel status, link failures,
and signal processing [16]. Some studies specifically target
mmWave cells and ultra-dense deployments [17] [12], inves-
tigating reliability metrics under conditions unique to high-
frequency bands, such as line-of-sight (LoS) blocking or severe
signal attenuation. Due to the complexity of simulations with
actual channel estimations in dynamic urban environments
like city centers, stochastic modeling of blockers becomes
essential. These studies aim to determine the degree of multi-
connectivity necessary to ensure sufficient reliability or QoS
for users. Mechanisms used to achieve this goal range from
coordinated scheduling and transmission of cells to rapid link-
switching in case of link disruption [2].

Another line of research focuses on the protocol impli-
cations of multi-connectivity, primarily examining the layer
within the air interface where the integration of multiple
links should occur [2]. Options range from the lower physical
layer (PHY) with Coordinated MultiPoint (CoMP) [18] [14]
to higher layers like the Packet Data Convergence Protocol

(PDCP), where dual connectivity can be implemented [8] [4].
Regarding PDCP, the available choices extend beyond cellular
networks, as dual connectivity with Wi-Fi is also feasible [19].
Furthermore, options beyond the air interface become possible
once multiple paths are established between the user and the
network, allowing multipath protocols to come into play [20].

Since load balancing is an implication of multi-connectivity,
a line of research focuses on this aspect [2]. In [8], a
programmable framework is presented for optimizing cell
selection and ”steering of the traffic” toward the most suitable
cell for each user. This process is achieved through cell
handovers. Multi-connectivity in this work is implemented
according to 3GPP specifications for dual-connectivity [9],
where an eNB acts as the master node and a gNB as the
secondary node, with the master node link serving as the
control plane and the secondary node link as the data plane.
Similar to this approach, handover-based load balancing is
investigated in [21], where reinforcement learning is employed
to optimize user QoS within a cell-load-aware framework.

Very recently, multi-connectivity has emerged in the lit-
erature within the Open RAN (O-RAN) architecture [22],
where the disaggregated nature of O-RAN allows for traffic
splitting at the PDCP layer located in the O-RAN Central Unit
(CU). From there, traffic can be directed to the appropriate
Distributed Unit (DU) and subsequently the Radio Unit (RU)
[6], [11]. This innovative architecture [22] eliminates the need
for node coordination at the PDCP layer, as a single CU
can support multiple DUs and RUs, enabling traffic to reach
users through various paths. These studies examine optimizing
radio resources via O-RAN’s near real-time controller (near-
RT RIC), such as transmission power and bandwidth alloca-
tion. ”Traffic Steering,” as referred to in these works, is a
technique for utilizing various RATs, including both licensed
and unlicensed bands, by ”splitting, steering, and switching”
traffic across different RATs as detailed in the O-RAN use-
cases report [23].

Our work is most similar to studies [12], [13], [21], which
examine the effect of each degree of connectivity on user
throughput to identify the optimal level of multi-connectivity.
However, due to the rigid analytical frameworks used in these
studies, all users are treated uniformly, assuming a fixed degree
of multi-connectivity for everyone. In contrast, we provide
insights into this issue with users capable of having a dynamic
connection degree.

Studies such as [13] and [12] explore how multi-
connectivity affects user reliability, outage probability, system
capacity, and user throughput. In [13], it is shown that in-
creasing the degree of multi-connectivity in a k-connectivity
setting—where users are connected to a fixed number of k
nearest base stations can degrade both network-centric and
user-centric performance meaning reduced overall throughput
for both individual users and the network as a whole.

Contrary to [13], [12] demonstrates improved spectral ef-
ficiency and system capacity with an increase in the degree
of k-connectivity. However, this study does not incorporate
a scheduling mechanism to model user competition for radio



Fig. 1: Summary of system model

resources, as it assumes the use of highly directional antennas
with beamforming capabilities. These capabilities mitigate
interference when transmitting on the same radio resources,
allowing users to simultaneously use the entire frequency
band.

III. PROBLEM FORMULATION

A. System Model

We consider a network consisting of a set B =
{1, 2, . . . , Nb} of base stations indexed from 1 to Nb, where
Nb denotes the total number of base stations. The users
are represented by the set U = {1, 2, . . . , Nu}, with Nu

representing the number of users. For a user u and a base
station b, we denote B(u) and U(b) as follows:

B(u) = {b ∈ B | u can connect to b}

U(b) = {u ∈ U | u can connect to b}

Following the approach outlined in [14], a connection be-
tween user u and base station b is established when the signal-
to-noise ratio (SNR) of user u from base station b exceeds a
predefined threshold, denoted as γth. If the SNR falls below
this threshold, a radio link failure is assumed between user u
and base station b, preventing data transmission. More details
about this can be found in Section V-A. This adjustment
effectively narrows down the potential base station choices for
user u and reduces the number of variables in the optimization
formulation, leading to faster convergence.

The system operates in a time-framed manner, consisting
of T consecutive time slots that form a time frame. The
frequency bandwidth is divided into sub-channels, and the

smallest schedulable resource unit is the intersection of a sub-
channel and a time slot, commonly referred to as a Physical
Resource Block (PRB). At the beginning of each time frame,
scheduling decisions for the PRBs for the upcoming time
frame are made.

Our objective is to assess the downlink throughput of multi-
connected users from both user-centric and network-centric
perspectives. This assessment is conducted per time frame,
with the whole system’s lifetime equal to a single time frame.
The metrics are analyzed for this period. This methodology
allows us to explore various user formations and distributions.
The optimization problem is solved for each time frame,
assuming that users remain stationary during that interval.
Similar to the approaches in [21] [24] [14], we utilize the
full buffer traffic model [25], which implies that “there is an
infinite amount of data bits awaiting transmission in the output
buffer associated with each data source.”

For any user u ∈ U and base station b ∈ B, we denote Ru,b

as the per PRB throughput user u receives from base station
b. It is important to note that different PRBs of b provide
varying throughputs to u due to the stochastic nature of the
radio environment and channel conditions. To simplify the
optimization process, we define Ru,b as the average throughput
of PRBs over the single system’s time frame [21]. Further
explanations regarding this choice are provided in Section
III-C. Additionally, we define ku,b as the number of PRBs
allocated from base station b to user u within the time frame.
Therefore, the throughput user u receives from base station b,
aggregate throughput of the user u from all base stations can
be expressed as:

ru,b = ku,bRu,b ∀u,∀b

ru =
∑

b∈B(u)

ru,b ∀u

Figure 1 depicts an example of the system model. The PRB
grids are illustrated for b1 and b2. The blue PRBs are allocated
to u1 while the red ones are assigned to u2.

B. Radio Resources

To reduce the detrimental interference caused by the trans-
mission from adjacent base stations, each base station must
operate on different sub-channels. Interference, particularly at
the edges of cells, can significantly lower Shannon capacity,
leading to a marked decline in QoS. However, due to limited
bandwidth, it is necessary to reuse radio resources. Techniques
such as fractional frequency reuse (FFR) and soft frequency
reuse (SFR) are commonly used to manage interference effec-
tively [26].

An alternative approach to managing interference involves
implementing a shared bandwidth system. In this system, any
base station can dynamically allocate radio resources as long
as each sub-channel is assigned to only one user at a time.
This model has been explored in several studies [6] [7] [21].
In this setup, a total number of K PRBs are shared among



all users, with each PRB assigned to one base station and one
user during each time slot.

In this study, we focus on dedicated PRBs, where each base
station can schedule its own set of PRBs without interference
from neighboring cells. This model applies to scenarios where
adjacent base stations operate on different frequency bands or
have been allocated an interference-free set of radio resources,
similar to traditional frequency reuse patterns.

Under these assumptions, we denote the number of available
PRBs in a time slot for a base station b ∈ B as Kb. Since the
optimization is carried out over the entire duration of the time
frame, the total PRB usage for all users u ∈ U(b) can be
described by the following constraint:∑

u∈U(b)

ku,b ≤ T ·Kb ∀b ∈ B

C. Channel Model

We denote the signal-to-noise ratio of user u from base
station m by γu,b. The bandwidth of a PRB and the trans-
mission power of the base station are denoted by W and P tx,
respectively. The SNR γu,b and the rate Ru,b can be expressed
by the following equations:

γu,b =
P txLu,b

BuN0

Ru,b = Wlog2(1 + γu,b)

As discussed in section III-B, both radio resource allocation
schemes are designed to minimize interference between neigh-
boring base stations. Consequently, only the white Gaussian
noise N0 and the bandwidth Bu of base station b have been
included in the denominator of γu,b above.

The channel loss, represented as Lu,b, occurs due to various
factors, including shadowing, path loss (part of large-scale
fading), time-selective and frequency-selective fading due to
multipath (part of small-scale fading), and other losses such
as penetration loss [27].

Determining the precise state of the channel at any given
moment is complicated by numerous environmental factors
that affect the signal strength received by the user equip-
ment. This process is time-consuming and requires resource-
intensive techniques such as ray tracing [27], making accurate
channel estimation challenging in computer simulations. De-
spite these challenges, analytical models can provide a suitable
estimate of channel conditions. In this study, we use Rayleigh
path loss to calculate lu,b as described in V-A.

We assume that the users remain stationary or have low
mobility throughout the time frame. Additionally, we assume
that the signal strength at the user’s receiver is uniform across
the entire bandwidth of the base station. In reality, however,
different sub-channels exhibit varied behaviors regarding fad-
ing and shadowing. This diversity across sub-channels could
potentially enhance user communication quality.

To illustrate, consider a user positioned between two base
stations, A and B, but closer to station A. The signal quality

from base station A will statistically be better at the user’s
location. However, due to signal fluctuations, the signal from
base station B may occasionally provide a higher data rate
on the same sub-channel. Real-time sensing and reporting of
channel status is essential to utilize this spatial diversity from
multiple transmitters. Moreover, the reported values of sub-
channel signal quality should be communicated from the RAN
to the controller in real time so that appropriate actions can
be taken.

In the real world, UEs are configured to sense the sys-
tem bandwidth and periodically report the Channel Quality
Indicator (CQI) to the base stations [28]. Although it is
technically feasible to report CQI values with a granularity
of 1 millisecond to the base station [28], aggregating this
information from multiple network nodes at the controller
for optimized traffic-splitting decisions remains a challenge,
despite existing efforts in the literature [6]. Additionally, the
CQI values reported by the UEs reflect the channel conditions
at the measurement time. By the time these measurements
reach the controller, the radio conditions may have changed
significantly. The combination of transmission delays and
the real-time processing demands at the controller makes
it impractical to effectively utilize the rapid fluctuations in
channel quality from multiple base stations simultaneously.

D. Network Utility

Different scheduling and resource allocation schemes can
lead to varying performance outcomes for both the entire
network and individual users. For example, a maximum
throughput scheduler tends to prioritize users with strong
signal quality close to the access point, while users at the edges
of the cell may experience inadequate resource allocation
[29]. In contrast, the proportional fair (PF) scheduler [29]
aims to balance the overall throughput of the network while
ensuring that users farther from the base station receive a
minimum level of service. To illustrate the dynamics of multi-
connectivity in a PF scheduler, we consider the following
network utility function: ∑

u∈U
ln(ru)

IV. SOLUTION

A. Solving the formulation

We will now describe the solution to the optimization prob-
lem. By incorporating the utility function and the constraints,
we obtain:

max
k

∑
u∈U

ln(ru)

∑
u∈U(b)

ku,b ≤ T ·Kb ∀b ∈ B

ku,b ∈ Z+

We are addressing an Integer Non-Linear Program (INLP)
known to be NP-Hard. However, by relaxing the integrality



constraint on ku,b, we can obtain a Convex Program (CP).
In Section V-B, we will demonstrate that the integrality gap
between the relaxed version of the problem—where ku,b
takes on real values—and the version with integer values is
negligible.

We propose a simple heuristic method to convert the CP
solution with relaxed variables into a feasible INLP solution
with integer variables. Let’s denote the relaxed value of ku,b
in the CP formulation as xu,b. The heuristic method involves
replacing every non-integer xu,b with its floor value, ⌊xu,b⌋.

The key point is that when a relatively large number of
Physical Resource Blocks (PRBs) are available for base station
b, the difference between the rounded value of xu,b and its
actual value is minimal. Specifically, assuming xu,b ≥ 20,
which is quite likely when T ·Kb = 10·50 = 500 (as described
in V-A) and |U(b)| ≪ T ·Kb, the throughput loss for user u
from base station b due to rounding xu,b can be expressed as:

xu,b ·Ru,b − ⌊xu,b⌋ ·Ru,b

xu,b ·Ru,b
<

1

20
= 5%

This indicates that the rounding loss is less than 5%. It is worth
noting that flooring the values of ku,b may result in a small
portion of resources at each base station remaining unutilized.
If these resources were utilized, the gap between the heuristics
and CP could be further reduced.

B. Baselines

The proposed formulation does not limit the number of con-
nections a user establishes. However, our goal is to examine
how each connection contributes to both the user’s throughput
and the overall system throughput. To achieve this, we consider
an alternative version of the problem where each user u can
have up to δ connections. Formally:

|{b ∈ B(u) | ku,b ≥ 1}| ≤ δ ∀u ∈ U

We introduce the heuristics H1, H2, . . .H∞ where Hi

modifies the output of the original heuristic described above.
It retains only the top i connections for a user u, selecting
them based on each connection’s contribution to the user’s
throughput and discarding the remaining connections. With
this definition, H∞ is when none of the connections are
dropped, which is equivalent to the original heuristic. In
addition, We use Gurobi [30] to obtain the optimal INLP
solution, including the degree constraint. As a result, the
baselines L1, L2, . . . , L∞ can be defined where Li denotes the
optimal solution of INLP obtained by the commercial solver
when δ = i. Hence, Ci and Li are solutions where every user
connected to at most i base stations.

V. RESULTS

In this section, we first describe the simulation setup and
parameters in V-A. Then, we compare the performance of the
heuristics as we reveal insights about multi-connectivity in
V-B. Finally, we investigate a constrained throughput formu-
lation of multi-connectivity and discuss the implications.

A. Simulation Parameters

The simulation setup consists of a grid measuring A =
2100 × 1100 square meters, with base stations deployed in
a beehive formation and an inter-site distance of 300 meters,
as illustrated in Figure 6. The grid is large enough to mitigate
edge effects in the simulations, where users located at the grid
sides and edges exhibit different connectivity and throughput
compared to those in the center.

The path loss from a base station b to a user u is modeled
using Rayleigh fading:

lossu,b = 128.1 + 37.6 log10(du,b/1000) dB

where du,b represents the distance in meters between user u
and base station m. The transmission power P tx and the noise
figure N0 are set at 46 dBm and -174 dBm/Hz, respectively.
A bandwidth of 10 MHz is allocated to all base stations, with
each PRB having a bandwidth of 180 kHz. After accounting
for guard bands, the number Kb of PRBs available per base
station b is 50.

The connectivity threshold between base stations and users
denoted as γth, is set to 5 dB. The variable T is set to 10,
representing 10 time slots in a time frame.

To prevent the logarithm ln(ru) from reaching negative
infinity when user u is far from any base station (when
ru = 0), we use the expression ln(ru + e−10) = ln(ru +
0.0000454). Consequently, the objective function becomes∑

u∈U ln(ru + e−10).
Users are distributed across the grid according to a Poisson

Point Process (PPP). A user-to-base station ratio parameter λ is
determined, and the number of users in the grid is calculated as
Nu ∼ Poisson(λNb), where Nb is the number of base stations.
User coordinates xu and yu are sampled uniformly within the
grid’s dimensions, L and W . This sampling procedure results
in a uniform distribution of users across the grid, where the
number of users in any arbitrary region of area D follows
a Poisson distribution with a mean of λNb

A D. Due to the
inherent randomness in user distribution, every experiment is
repeated η times to ensure that the results converge to the true
mean values. Whenever applicable, the value of η used in the
experiments has been specified.

B. Performance Evaluation

The impact of λ — Figure 2 illustrates the performance
comparison between the theoretical upper bound (CP) and the
proposed heuristics for different values of λ. For λ > 1, all
baselines except for H1 closely align with CP , demonstrating
near-optimal performance. For λ ≤ 1, it is observed that both
cell-edge users and others benefit from 2-connectivity up to
50% for cell-edge users and 25% for others when λ = 0.5.

As the plots suggest, the ratio of users to base stations (λ) is
a key factor for assessing the multi-connectivity status of users.
When the system is overloaded with users, a base station is less
likely to share its resources with those outside its immediate
proximity, prioritizing users closer to it. Moreover, it is also the
case that the multi-connected users tend to be at the cell edges,



Fig. 2: Comparison of heuristics H1, H2, H3, and L1 with the CP upper bound. The plots in columns from left to right
correspond to users at the edge, users not at the cell edge, and all users, respectively. The plots are made with 20 values of λ
from 0.25 to 3.0 each with η = 75 repeats.

Fig. 3: Percentage of multi-connected users on the left. Contri-
bution of connection degree to the total system throughput on
the right. connection-1 means the first connection of all users.
connection-2 means the second connection of 2+-connected
users. η = 75 for every plotted point.

as section V-B elaborates. However, resource sharing between
neighboring base stations is only feasible if they operate on
distinct frequency bands. Otherwise, even if base station A has
unused PRBs, using the same PRBs for users within the range
of neighboring base station B, will result in interference.

Percentage of multi-connected users — Figure 3 depicts the
impact of user density on the percentage of multi-connected
users on the left plot and the role of each connection in
the total system throughput on the right one. Specifically,

connection-2 refers to the total system throughput users with at
least two connections receive from their second-best connec-
tion. In contrast, connection-1 represents the total throughput
of all users from their primary connection, regardless of their
degree of connectivity.

When λ is below 1.0, users with varying degrees of connec-
tivity are present. However, as λ exceeds 1.0, only 1-connected
or 2-connected users and a small fraction of 3-connected users
remain present. Although lower user densities result in a higher
proportion of multi-connected users, most system throughput
still comes from each user’s primary connection. When λ is
around 0.25, 2+-connected and 3+-connected users constitute
100% and 80% of the total users, respectively. However, the
second connection of 2+-connected users contributes twice as
much to the overall system throughput as the third connec-
tion 3+-connected users, while in case the second and third
connections contributed equally, this fraction would have been
100
80 instead of 2

1 . This highlights an imbalance between the
contribution of lower and higher connection degrees.

Per connection throughput — Figure 4 dissects the through-
put share based on the user’s degree from its different connec-
tions. As can be seen, even for 2-connected users, the primary
connection constitutes a larger share of their throughput. The
share of the second connection shrinks even further as the
density rises. The overall throughput of 4-connected users
begins at more than 200 Mbps, as displayed on the lower
right chart in figure 4, but collapses sharply, with higher values



Fig. 4: Share of throughput per connection for users with
different connectivity degrees. η = 75 for every 20 λ values
from 0.25 to 3.

of λ, whereas the throughput degradation acts milder for 2-
connected or 1-connected users. The reason originates from the
position of multi-connected users, which tend to be located
at the cell borders of multiple base stations. In these areas,
they can potentially receive data from all base stations in their
vicinity, but they only receive significant resources in sparser
systems.

Position of multi-connected users — When a user’s signal
from base station b is strong, a small amount of bandwidth is
sufficient to provide an acceptable data rate. A strong signal
usually indicates that the user is close to the base station b and
farther away from other base stations, reducing the likelihood
of the user connecting to multiple stations. Hence, our intuition
is to observe higher degrees of multi-connectivity as we move
from one base station toward the cell border.

Figures 5 and 6 illustrate the degree of multi-connectivity
based on users’ positions on the map. These figures correspond
to λ values of 3.0 and 0.75, respectively, with each overlaying
the results of η = 1, 000, η = 2, 000 simulations. Both
figures support the mentioned intuition. 1-connected users,
represented in red, predominantly populate areas near base
stations. As shown in Figure 5, multi-connected users form
hexagonal beehive patterns around the base stations in a dense
system. In sparser systems, the boundaries are less distinct,
and users occupy clouds that blend, showing varying degrees
of multi-connectivity. It should be noted that even in a dense
network like the one illustrated in Figure 5, 1-connected
users are not only concentrated around the base stations but
also appear at the cell edges, although in smaller proportions
compared to those near the base stations.

Fig. 5: Position of users in a user-dense network per connec-
tivity degree. λ = 3, η = 1000.

Fig. 6: Position of users in a user-sparse network with respect
to their degree of connectivity. λ = 0.75, η = 2000.

C. The Case of Constrained Throughput

As established thus far, multi-connectivity is beneficial only
at lower user densities. The key issue is that when λ is low,
secondary connections provide minimal value in satisfying the
user’s Service Level Agreement (SLA), as the primary link
alone is sufficient to provide adequate throughput to the user.

Motivated by this argument, we introduce a constraint into
the formulation to limit the throughput a user u can potentially
receive from the system. Formally, we add:

ru ≤ Rth ∀u ∈ U

with Rth corresponding to the SLA throughput value. Note
that we are purposefully avoiding the hard constraint ru ≥ Rth

to study the system in both feasible and non-feasible regions.
We implicitly assumed ru ≤ +∞ in previous sections. Here,

we investigate how multi-connectivity status evolves as the
minimum requirement Rth increases and how it compares to
the case of single connectivity. We anticipate a reduction in
the multi-connectivity level when the threshold is not too high
for the reasons above.

The results are presented in figure 7 for a low-density λ
value of 0.75. The x-axis of each plot represents the Rth

threshold. The left plot shows the percentage of users based
on their degree of connectivity when number of connections
is not limited (H∞ baseline). The middle graph illustrates the
value of the objective function for different Rth thresholds.



Fig. 7: (a) The share of multi-connected users per Rth for λ = 0.75. (b) The proportional fair scheduling objective value per
Rth. (c) The average throughput violation per Rth. η = 75 for every plotted point.

While almost all users are 1-connected for Rth ≤ 10, this
fraction gradually drops below 40% at Rth = 40 with more
2-connected users emerging. All baselines exhibit almost equal
performance with respect to the objective function except for
H1.

Eventually, we analyze the throughput violation of users
from the SLA threshold. Denoting vu as this quantity for user
u, we have:

vu = Rth − ru

The average vu values are depicted on the right plot. All
baselines, except for H1, portray marginal violations up to
Rth ≤ 40. The L1 average violations match those of H2 up
to Rth ≤ 60 being only 5% of Rth higher. The takeaway
is that optimal single connectivity L1 performs almost as
well as H2 for low to moderate values of Rth, revealing
no superiority of 2-connectivity over 1-connectivity regarding
throughput violations.

VI. DISCUSSION AND FUTURE WORK

Our results depend on two key assumptions. First, we
assume that users are distributed uniformly throughout the
system according to a Poisson Point Process. Even if this
assumption did not hold in reality and user locations were
not homogeneous, we do not expect a significant difference
in throughput performance between the multi-connectivity
scheme and the single-connectivity scheme. This is mainly be-
cause the single connectivity baseline L1 inherently accounts
for the cell load and can offload users from overcrowded
cells to neighboring cells. However, this approach should not
be confused with the existing user-to-base station association
techniques in cellular networks where the strongest signal
determines the connection. This topic is examined in greater
depth in [21].

Second, we assume that the transmission power budget of
base stations is fixed and uniformly distributed across all
PRBs. However, this may not be the case, as base stations
dynamically allocate power to compensate for the signal
weakness of users, especially at the cell edge. A constant
transmission power limits the throughput contributions of more
remote base stations to the user. The Investigation of dynamic

power allocation presents an interesting area for future re-
search. Future work may also leverage real user and base
station coordinates datasets along with their corresponding
operating frequency bands.

According to our findings, multi-connectivity for boosting
throughput may need reassessment. While it is true that estab-
lishing multiple radio links can enhance reliability and lower
outage probability [12] [13] [16], throughput gains can be
achieved with a limited number of connections, potentially just
one. In this context, multi-connectivity could help maintain the
multiple links needed for quick link switching or handover in
case of link failure.

VII. CONCLUSION

In this paper, we investigate the impact of multi-connectivity
on individual users and overall system throughput, specifically
under the proportional fair scheduler for the full buffer traffic
model and fixed base station transmission power. Our findings
suggest that multi-connectivity only benefits systems with a
low user-to-base station ratio. However, we argue that even in
such cases, receiving data from a single base station is often
sufficient to meet user throughput requirements, rendering
multi-connectivity unnecessary.
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