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Abstract—The stringent quality of service (QoS) requirements
in 5G networks, particularly for ultra-reliable low-latency com-
munication (urLLC) use cases, pose significant challenges for
the centralized unit user plane (CU-UP) within the Radio Access
Network (RAN). Current general-purpose processor (GPP)-based
CU-UP deployments struggle to meet stringent QoS require-
ments, such as sub-millisecond latency and high reliability,
especially under high traffic loads. We propose Blink, a P4-based
system that offloads CU-UP functions to programmable switch
ASICs, enabling high-speed packet processing and improved
QoS. Blink employs a novel trigger-based offloading mecha-
nism that can be dynamically adapted to network conditions,
ensuring seamless transitions between GPP-based and P4-based
processing. In our evaluations, Blink achieves a 1,941x lower
median packet processing latency compared to GPP-based CU-
UP deployments, while delivering 12% higher throughput and
maintaining near-zero packet loss of 0.001%, crucial for urLLC
applications. These improvements are sustained across multiple
distributed units (DUs) and user equipment (UEs), making
Blink a scalable and flexible solution for enhancing CU-UP
performance in 5G networks.

Index Terms—5G, P4, Hardware offloading, Hardware Accel-
eration, Centralized Unit, Radio access networks, OpenAirInter-
face

I. INTRODUCTION

With the advent of 5G and the introduction of the open
radio access network (O-RAN) paradigm, mobile networks
are expected to support a diverse range of applications that
demand a highly flexible end-to-end architecture, enabled
by network slicing. Ultra-reliable low-latency communication
(urLLC) use cases such as autonomous vehicles, smart grids,
industrial automation, and remote surgeries impose partic-
ularly stringent requirements. These applications necessitate
extremely low latency, often within the sub-millisecond range,
high reliability, and strict quality of service (QoS) guarantees.

Previous studies [1]—-[3] have shown that within sliced 5G
networks, the RAN, notably the user plane, remains the bottle-
neck in meeting the low latency constraints. Within the RAN,
the Centralized Unit User-Plane (CU-UP) plays a critical role
in user plane packet processing and serves as the aggregation
point of the RAN managing upper-layer functions and serving
multiple Distributed Units (DUs) and User Equipments (UEs).

Existing 5G CU implementations primarily rely on general-
purpose processors (GPPs) housed in commodity servers. This
design choice provides limited flexibility and falls short in
meeting the stringent urLLC slice requirements. GPPs are not
inherently optimized for high-speed packet processing, leading
to significant overheads and reduced reliability. In addition,
as 5G data rates aggregated from multiple DUs scale to the
order of Tbps and the number of concurrent flows reaches

hundreds of thousands, relying on GPP-based CU deployments
becomes cost-prohibitive and inefficient. For instance, support-
ing a traffic rate of 10 Tbps could require upwards of 1000
high-end servers, costing ~ $3M and consuming substantial
amounts of energy [4]. This not only leads to increased capital
and operational expenditures but also introduces significant
complexity in managing and maintaining such large-scale
server deployments. This has spurred considerable interest
in hardware offloading techniques, particularly the offload-
ing of data plane functions to programmable hardware such
as programmable switches, Field programmable gate arrays
(FPGAs), graphics processing units (GPUs) and composite
platforms like smartNICs.

Programmable switches, such as Tofino, have emerged as
a promising alternative for deploying 5G NFs, offering high-
speed packet processing capabilities, substantial improvements
to reliability, and superior performance to cost ratio compared
to commodity servers. Capable of handling traffic rates ex-
ceeding 3 Tbps, a single Tofino switch costing ~ $10K can
replace hundreds of servers required in GPP-based CU de-
ployments. This results in significant cost savings and reduces
energy consumption, offering a higher return on investment
(ROI) for mobile network operators (MNOs). Table 1 com-
pares the two deployment options in terms of performance,
price, and energy consumption.

Commodity Server Programmable Switch

Performance 10 Gbps 3.3 Tbps
Price $3K $10K
Energy consumption  200W 620W

TABLE I: Comparison of NF deployment options. [4]-[6]
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Fig. 1: OAI CU-UP CPU utilization

In a sliced 5G RAN, the bottleneck can vary depending
on the application type. For urLLC, it commonly occurs at
the CU-UP as it needs to manage a high volume of small-
sized packets per second (PPS) from multiple flows with high



reliability. We illustrate this in Fig.1, by comparing the CPU
utilization of an open-source CU-UP implementation from
the OpenAirlnterface project (OAI) deployed on a GPP, in
both urLLC and Enhanced Mobile Broadband (eMBB) traffic
scenarios. Each DU/UE is represented as a cell, the experi-
mental setup is discussed in Section IV-A. For urLLC, usage
spikes sharply when scaling the number of cells indicating
CU-UP saturation and packet loss. In the eMBB however,
this bottleneck moves to the DU. Consequently, CPU usage
declines to idle levels due to the absence of incoming packets
for the CU-UP to process.

To address these shortcomings and improve QoS perfor-
mance, we propose Blink, a flexible P4-based 5G CU-UP
deployed on a Tofino programmable switch. Blink efficiently
offloads all critical CU-UP functions through a novel offload-
ing scheme that enables seamless flexibility and scalability.
Blink brings significant improvements in packet processing
delay, throughput, and reliability. By leveraging the high-
performance capabilities of the Tofino programmable switch,
Blink effectively eliminates the bottlenecks that hinder existing
CU-UP deployments. Furthermore, Blink seamlessly scales to
support multiple cells without compromising QoS.
Contributions. In this work we make the following contribu-
tions:

« We propose a P4-based 3GPP and O-RAN compliant 5G
CU-UP architecture deployed on a programmable Tofino
switch.

« Introduce a trigger-based offloading mechanism enabling
seamless, flexible offloading and real-time fine-grained
packet monitoring.

o Extend hardware-level timestamping functionalities

across both  Blink and GPP-based CU-UP
implementations to ensure accurate processing delay
measurements.

o Conduct an extensive evaluation on a 3GPP and O-RAN
compliant 5G testbed, using both real-world user traffic
and simulation-generated traffic.

The remainder of this paper is structured as follows: Sec-
tion II describes 5G CU preliminaries and briefly discusses
related work. Section III outlines Blink’s design and its
architectural components. In Section IV, we present the results
of our experimental evaluation of Blink’s performance against
different benchmarks and discuss its limitations. Finally, we
conclude in Section V and outline future research directions.

II. BACKGROUND AND RELATED WORK

5G CU preliminaries: With the introduction of the El
interface within the O-RAN architecture, the CU is divided
into two functional components: the control plane (CU-CP)
and the CU-UP. The CU-CP is responsible for managing Radio
Resource Control (RRC), which involves handling the con-
nections and signaling between UEs and the RAN. The CU-
UP manages upper user plane functions of the RAN, which
includes the SDAP and the PDCP. The SDAP is primarily
concerned with mapping QoS flows, while the PDCP is re-
sponsible for more complex functions, including transmission

buffering, packet reordering, duplication, header compression
and ciphering. In addition, the CU-UP is responsible for
handling GTP-U encapsulation and decapsulation of traffic
between the CU and the UPF.

Offloading network functions: Programmable dataplanes of-
fer the flexibility to customize networking hardware through
P4 programming [7], enabling sophisticated operations on
platforms such as programmable switch Application-specific
integrated circuits (ASICs), network processing units (NPUs),
FPGAs, and SmartNICs. While implementing packet pro-
cessing pipelines in P4 can yield significant performance
improvements, these hardware platforms face constraints to
maintain line-rate packet processing. Such limitations include
restricted instruction sets, limited programming constructs, and
the absence of dynamic data structures. In these pipelines,
packets cannot be stalled, they must either be forwarded or
dropped. Despite these challenges, researchers have success-
fully leveraged programmable hardware to offload various
network function (NF), application and use case workloads
such as autonomous vehicles [8], IoT [9], [10] and particularly
the 5G core’s UPF [11]-[14], using innovative solutions to
work around the hardware constraints. Offloading is especially
relevant in the RAN, where the compute-intensive nature
of certain RAN functions exceeds the capabilities of GPPs.
Research efforts have primarily focused on offloading physical
(PHY) layer tasks, which can constitute the bulk of RAN pro-
cessing load. Examples include FPGA-based implementations
for low-density parity-check (LDPC) decoding [15], forward
error correction (FEC) [16], and full PHY layer acceleration on
GPUs [17]. These offloading strategies improve the efficiency
of modulation, demodulation, and FEC processing, thereby
reducing the computational load on GPPs and enhancing over-
all network performance. However, offloading should extend
beyond the PHY layer to other RAN components, including
Layer 2 scheduling, Layer 3 packet processing, and the inte-
gration of Al workloads within the RAN Intelligent Controller
(RIC) [18]. The CU/DU disaggregation and introduction of
a mid-haul in open RAN further highlight the need for
scalable hardware offloading solutions to handle the increasing
complexity of future 5G and beyond networks [18].

To the best of our knowledge, only one notable effort has
explored offloading 5G CU processing onto programmable
hardware. Khooei et al. [19] introduced CUP4, a 5G CU
implementation on a Tofino 2 programmable switch. CUP4
adopts a hierarchical design with a fast path on the switch and
a slow path on GPPs. The fast path offloads functions like GTP
tunnel encapsulation/decapsulation, sequence numbering, and
multicast, enhancing packet processing delay. CUP4 has sev-
eral limitations. It does not support all essential CU-UP func-
tions as outlined in 3GPP standards [20], lacking key features
such as SDAP QoS flow mapping which restricts its ability
to scale to multiple traffic flows, DUs and UEs. Additionally,
CUP4’s slow path is deployed on the switch’s CPU, which
is aimed towards control-plane operations governing the P4
pipeline, not data-plane traffic processing. CUP4’s evaluation
is limited to packet processing delay, leaving other crucial QoS
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Fig. 2: 5G Testbed architecture

aspects unexplored. In our evaluation, we compare Blink’s
CU-UP offloading performance with CUP4 to demonstrate the
advantages of our approach.

ITI. DESIGN

Blink’s preliminaries: Blink’s P4 pipeline is designed to work
on a Tofino 1 switch and implemented using Tofino’s open-
source development API [21]. Tofino switches are commer-
cially available programmable switches based on the Recon-
figurable Match-Action Table (RMT) architecture and the P4
language. Their fixed pipeline stage architecture is equipped
with equal resources per stage and contains specialized mem-
ory blocks that store packet metadata and maintain match-
action table states. Due to the switch’s Stateful RAM (SRAM)
limitations (cf., Section IV-C), not all CU-UP functions can
be efficiently implemented on the switch, particularly certain
PDCP functions like Robust Header Compression (ROHC) and
ciphering. ROHC requires per-flow state storage to maintain
information about header fields across packets, and the SRAM
constraints could limit the number of concurrent flows that
can be handled with ROHC processing, resulting in potential
performance bottlenecks.

The 3GPP standard provides flexibility in selectively en-
abling or disabling specific CU-UP functions while main-
taining a fully functional RAN. This flexibility allows for a
scalable, multi-Tbps CU-UP design running on programmable
switches tailored to use cases that do not require more com-
plex, computationally intensive functions. For instance, traffic
ciphering might be unnecessary for applications such as private
enterprise networks, local industrial automation systems, or
campus-based 5G deployments, where communication often
occurs within a secure, controlled environment. Additionally,
the majority of application traffic is already encrypted end-to-
end, reducing the need for additional encryption layers and
avoiding the associated processing overheads. We leverage
this flexibility by excluding ROHC and ciphering from our
proposed architecture, focusing instead on a flexible CU-UP
geared towards scalable, reliable, high-speed data plane packet
processing with strict latency guarantees compared to GPP-
based deployments.

Proposed architecture: Blink’s design is composed of three
key components, the first represents the data-plane P4 algo-
rithm of the CU-UP functions and packet processing logic
following the Tofino Native Architecture (TNA) for Tofino 1
programmable switches. The second component, Trigger,
is a multi-function offloading management component that in-
teracts with the switch data-plane via Barefoot APIs. Its func-
tions include managing CU-UP traffic offloading, monitoring
offloading status, and displaying Key Performance Indicators
(KPIs) such as packet counts and processing delay. The final
component, Controller, provides the core functionalities
for interacting with the data-plane using Barefoot APIs. It
provides a set of functions that we developed to configure,
program, and manage tables and other packet processing
operations. These include setting up flow rules for IPv4
forwarding, configuring ports, and managing multicast groups
for packet duplication to ensure correct CU-UP offloading.
Blink’s components are illustrated in Fig. 2 as part of our
5G testbed architecture. The different software and hardware
components of the testbed are discussed in section IV-A below.

The P4 pipeline: We propose a CU-UP packet processing
pipeline divided into three stages illustrated in Fig.3. Stage
1, Packet filtering, handles packet parsing and filter-
ing of control plane traffic. Stage 2, CU-UP offloading,
performs the CU-UP processing and necessary header mod-
ifications for both uplink (UL) and downlink (DL) traffic.
Stage 3, Packet forwarding governs packet forwarding
or dropping based on the configured flow rules.

When a packet enters the switch’s ingress, Blink first parses
the Ethernet header. If the EtherType indicates IPv4 (0x0800),
it proceeds to parse the IPv4 header. To distinguish control
plane traffic intended for the CU-CP, such as SCTP, F1-C,
or N2 traffic, Blink checks the IP protocol number for UDP
(0x11). If the protocol does not match, the packet is forwarded
to the CU-CP without any header modifications. If the UDP
header is valid, Blink then checks for a GTP-U header to
identify whether the packet originates from the DU via F1-U
(uplink) or from the core network via N3 (downlink). Once
the packet’s direction is established, Blink transitions to Stage



STAGE 1 Packet = STAGE 2 CU-UP STAGE 3 Packet
Filtering [ ; Timestamp Processing Forwarding
rr Ingress IPv4 Forwarding
J L Table Hit ?
Parse Ethernet & ‘( Uplink Downlink l
”34 [ Set source as F1, Destination to N3 ] [ Set source as N3, Destination to F1 ]
UDP Timestamp mP&ket]
eader present 2 PDCP Seq. ngr::jtzirri]r;g, Buffering & [ GTP-U Decapsulation ] Eg$ss
N
° Yes * . )
- [ SDAP Reflective QoS flow mapping ] Calculate & Store
GTP-U [ SDAP QoS flow mapping ] Latency
Keader present 2 - .
PDCP Seq. numbering, Buffering &
No Yes [ GTP-U Encapsulation ] Ordering Forward Packet
N y y
Control Plane packet (F1- [ Increment N3 packet counter ] [ Increment F1 packet counter ]
C,N2,SCTP), Destination to E1 + y
(CU-CP) -/ I Recompute Checksum I—)

L

Fig. 3: Blink P4 pipeline Flow Chart

2, where it processes the CU-UP functions based on whether
the traffic is uplink (UL) or downlink (DL).

For DL traffic with a GTP-U header, Blink performs GTP-U
decapsulation by removing the GTP-U header, including the
Tunnel Endpoint Identifier (TEID) and QoS Flow Indicator
(QFI). The UDP and IP headers are then updated to reflect
the decreased packet size. Subsequently, the PDCP header
is processed for reordering based on the sequence number
retrieved from the transmission buffer. Blink then conducts
SDAP reflective QoS flow mapping to align the QoS Flow to
Data Radio Bearers (DRB) mapping for UL packets, ensuring
that the DL flow mappings are mirrored in the UL.

For UL traffic, the process is reversed: the packet is mapped
to a QoS flow, assigned a sequence number, and encapsulated
in a GTP-U header. The TEID is inserted into the GTP-U
header to identify the GTP-U tunnel for the PDU session. The
GTP-U encapsulation supports an optional extension header,
which Blink uses to carry the sequence number, QFI and
additional packet information. Following this, the UDP and
IP headers are updated to reflect the increased packet size
after encapsulation. In both UL and DL processing, Blink
recalculates UDP checksums based on the modified headers.
Direct packet counters are embedded within the pipeline to
monitor the number of successfully processed packets.

After all necessary modifications, Blink conducts an IPv4
forwarding table lookup to determine the next hop. If a match
is found, the packet is forwarded to the appropriate egress
port. If no match is found, the packet is dropped to avoid
misrouting.

In addition to handling CU-UP functions and packet for-
warding, Blink integrates packet timestamping for processing
delay measurement. Upon packet entry into the pipeline, Blink
captures the ingress timestamp using the switch’s intrinsic
metadata. Before the packet exits, the egress timestamp is
recorded. The difference between these timestamps is calcu-
lated in the egress pipeline, enabling an accurate measurement

of Blink’s processing delay for each packet.

The Trigger: To enable flexible, scalable, and adaptive of-
floading of user-plane packet processing from the GPP-based
CU to Blink’s P4 pipeline, we introduce a novel trigger-
based mechanism. The Trigger dynamically populates the
match-action tables of Blink’s CU-UP offloading stage
on-demand. By default, Blink operates as a basic Layer 3 (L3)
packet forwarding pipeline, handling packets based on pre-
configured flow rules without additional processing or header
modifications. Offloading remains inactive until explicitly en-
abled by the Trigger.

The Trigger continuously monitors key aspects of the
GPP-based CU-UP, including traffic on the N3 and FI1-U
interfaces, packet loss rates, and CPU utilization. It tracks
essential packet information, including sequence numbers, and
QFIs, which are critical for managing the seamless transition
between the GPP-based CU-UP and Blink’s offloading. Once
offloading is enabled, the Trigger extracts the GTP-U TEID
and QFI from incoming N3 packets, using them as match-
action keys to populate the CU-UP Processing (stage 2)
and trigger the offloading process.

This trigger-based offloading mechanism offers four key
benefits. First, it eliminates the need to restart the P4 pipeline
during idle periods, allowing packets to be forwarded with
minimal processing overhead when offloading is disabled.
Second, it enables per-flow offloading based on QFlIs, offering
the flexibility for either complete or selective per-flow offload-
ing. Third, by monitoring CPU utilization and packet loss in
real time, the Trigger can initiate offloading when GPP-
based CU-UP nears saturation and packets are lost, thereby
preventing severe QoS degradation. This dynamic offloading
management ensures that the GPP-based CU-UP maintains op-
timal performance under high traffic loads. Finally, Blink can
seamlessly integrate into any disaggregated 3GPP-compliant
O-RAN architecture without requiring modifications to the
existing GPP-based CU. The CU-CP continues to coordinate



with the CU-UP over the El interface, handling RRC proce-
dures, mobility, and QoS control, while Blink offloads user-
plane functions without affecting control-plane operations.
Operating independently of the CU-CP’s control logic,
Blink intercepts CU-UP traffic for offloading, enhancing CU-
UP performance without disrupting control-plane functions.
This design allows MNOs to replace the GPP-based CU-
UP with Blink’s high-performance offloading, achieving sub-
stantial improvements without requiring changes to existing
network infrastructure.
Timestamping optimizations: Blink’s packet processing de-
lay is precisely measured through its integrated timestamping
and calculation functions within the P4 pipeline. In contrast,
traditional Linux tools like tcpdump [22] introduce inac-
curacies when measuring the OAI-CU’s delay due to OS-
level overhead and scheduling inefficiencies, leading to an
unfair comparison. To mitigate this, we developed a custom,
lightweight data-plane timestamping mechanism using Ex-
tended Berkeley Packet Filters (eBPF). Running directly in the
kernel with minimal overhead, eBPF allows for accurate real-
time monitoring of packet processing events and captures high-
resolution timestamps as packets are processed, eliminating
delays caused by conventional kernel instrumentation methods.
Our eBPF-based timestamping solution consists of two
eXpress Data Path (XDP) programs attached to the OAI-
CU’s N3 and F1 interfaces, handling both ingress and egress
traffic. The ingress program filters out control-plane traffic by
parsing Ethernet, IP, and UDP headers, ensuring that only data-
plane packets are timestamped. Upon packet arrival, an ingress
timestamp is recorded in a cyclic buffer implemented as a BPF
array. Similarly, the egress program captures timestamps as
packets exit the CU-UP. Both ingress and egress timestamps
are indexed synchronously to ensure accurate packet matching
across the interfaces. A user-space component continuously
monitors these buffers, retrieves timestamps, and calculates
the processing delay for each packet by comparing ingress
and egress times. This ensures precise delay measurements
and a fair comparison with Blink’s processing performance.
This lightweight timestamping solution is adaptable to any
user-plane network function that processes UDP traffic, pro-
viding accurate, hardware-level delay measurements.
Resource usage: Running Blink’s three-stage P4 pipeline
on the programmable switch involves the use of four key
hardware resources. Action data bus bytes are utilized for
various packet modifications, such as altering packet headers
and updating tunnel information. SRAM plays a crucial role
in stateful operations and serves as the on-chip storage for
exact match-action tables, registers, and counters. MAP RAM
is employed for the temporary storage of mapping states, inter-
mediate values, table entries, and metadata. Blink’s operations
involving exact match-action tables, PDCP processing, and
SDAP QFI mapping require maintaining state across multiple
flows, making SRAM the most critical resource in the system.
State ALUs (Arithmetic Logic Units) facilitate real-time read
and write operations to registers within SRAM, handling tasks
like timestamp collection, sequence number management, and

GTP-U header updates. These ALUs execute essential oper-
ations, including checksum recalculations, sequence number
increments, and processing delay computations. A summary
of the switch’s resource usage across different pipeline stages
is presented in Table II.

Resource Stage 1 Stage 2 Stage 3
Data Bus width  1.6% 35.2% 1.6%
SRAM 10% 56.3% 5%
MAP RAM 6.3% 52.1% 0%
SALUs 25% 50% 0%
TABLE II: Switch resource usage
IV. EXPERIMENTAL EVALUATION
A. Setup
Component Specification
5G core Intel Xeon E3-1230 @ 3.7GHz, OAI 5G-CN
CuU Intel Xeon E3-1230 @ 3.7GHz, OAI 5G SA CU

Tofino Switch UfiSpace S9180-32X,BEN-T10-032D ASIC

CPU i9-10980XE, OAI 5G SA DU (40 MHz, 106
PRBs, Band n78 TDD)

RFs Ettus USRP X310 UHD v4.3 (real) / OAI-
RFSIMULATOR (emulated)

DUs

UEs
SIM cards

Google Pixel 7 Pro (real)/ OAI-UE (emulated)

Sysmocomm sysmoISIM-SJA2

TABLE III: Testbed Setup

Testbed: Blink is implemented in ~ 1500 code lines divided
into its three core components. To accurately evaluate its
performance, we deployed a 3GPP compliant end-to-end 5G
standalone (SA) lab-scale testbed, built using Commercial-
Off-The-Shelf (COTS) hardware and open-source 5G software
stack solutions. For the RAN, we leverage the OpenAir-
Interface5G project [23], configured in a disaggregated O-
RAN functional split Option 8 including the standardized
F1 CU/DU split and E1 CU-CP/CU-UP split. For the core,
we use the Open5GS project [24], a 3GPP compliant open
source implementation of SGC functions. The testbed consists
of three Linux machines running Ubuntu 22.04, which host
the core and disaggregated RAN components, while Blink’s
P4 pipeline is deployed on the UfiSpace S9180-32X Tofino
1 switch which acts as an in-line accelerator on the path
between the CU and the DU. A COTS software-defined radio
(SDR) is used for radio signal transmission alongside COTS
UE devices. To evaluate scalability, we deploy multiple DU
and UE cells. Due to hardware constraints, in experiments
involving more than one cell, we use OAI’s RFSIMULATOR
and OAI-UE instead of physical SDRs and phone UEs. The
different hardware, software, and configuration aspects of the
testbed are summarized in Table III.

Benchmarks: Blink is mainly evaluated against the GPP-
based CU-UP, OAI-CU, to demonstrate the advantages of
hardware offloading in achieving high-performance and main-
taining QoS. Additionally, where applicable, Blink is evaluated
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Fig. 4: CU-UP Packet processing delay evaluation

against CUP4. To provide further insights on Blink’s perfor-
mance, we developed a simplified version of Blink, S_B1link,
abstracting key differences such as SDAP processing and
multi-cell scalability, to align with CUP4’s feature set. Lastly,
we use the switch’s basic L3 forwarding L3_FWD as a
baseline, highlighting the processing overhead introduced by
Blink’s CU-UP offloading.

UE traffic: We use two distinct sources of UE traffic. The
first is real-world 5G traffic generated through a physical
SDR and phone UE through video streaming and large file
downloads. The second source, used in experiments with
multiple DU/UE cells, is traffic generated by a custom 5G
data-plane traffic generator that we implemented specifically
for CU-UP stress testing. Given the need for granular control
over packet profiles and transmission characteristics, such as
UDP headers, payload size, transmission intervals, and rate,
we implemented the traffic generator using Scapy for precise
packet crafting and Python sockets allowing us control over
all transmission variables.

B. Evaluation

To ensure statistical significance, each performance evalua-
tion experiment is conducted for 5 minutes and repeated across
25 runs. The results are then averaged to obtain a reliable
measure of performance.

Packet processing delay: In the CU-UP, faster packet pro-
cessing translates directly into higher packet processing rates.
Fig.4b shows that Blink achieves a median packet processing
delay that is 1941x lower than the OAI-CU. This is inherently
due to the use of a dedicated hardware pipeline for packet
processing, which eliminates the need for context switching
and scheduling found in GPPs. Compared to CUP4, Blink
achieves 1.27x lower median delay, despite its higher complex-

ity and richer feature set. S_Blink, our effort to mimic CUP4’s
limited functionality, delivers even lower delay, outperforming
CUP4 by 1.41x. Compared to the L3_FWD baseline, Blink’s
packet processing introduces very minimal overhead as shown
in Fig.4d, with the Stage 2 CU-UP processing only accounting
for 0.09 s or 21.95% of its total packet processing delay.
Taming the long tail: Fig.4a further highlights significant
performance improvements in tail delay. At the 99th and 99.9th
percentiles, Blink achieves 4,849x and 12,726x lower delay
than the OAI-CU, respectively. This stark contrast is due to
the deterministic nature of Blink’s P4 architecture. Each stage
takes a predictable number of clock cycles, leading to uniform
packet processing times resulting in very low deviations from
the median, only 7.80% at the 99th and 9.02% at the 99.9th
percentiles. The OAI-CU exhibits much higher latencies since
GPPs handle packets serially, and while multi-core systems
can process multiple packets in parallel, this parallelism is
limited by the need for synchronization and the inherent
overhead of moving packets through the kernel’s networking
stack. This results in significant deviations from the median,
149.50% at the 99th and 571.48% at the 99.9th percentiles.
Transmission jitter: Inter-packet delay variation (IPDV) dis-
tributions in Fig.4e further support our analysis. Blink and
S_Blink demonstrate low packet delay variance, with their
distributions centered tightly around zero. CUP4 exhibits a
similarly low variation albeit a slightly wider spread. In con-
trast, the OAI-CU shows a much broader distribution, further
highlighting the unpredictability and variability inherent in
GPP-based packet processing.

Buffering limitations: In the OAI-CU, high IPDV leads to
packet queuing and buffering, creating a critical bottleneck
as the CU-UP nears saturation while handling multiple traffic
flows from an increasing number of connected cells. Fig.4c
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Fig. 5: CU-UP Scalability and Reliability evaluation

illustrates that with our testbed’s TDD configuration (see Table
IIT), packet processing delay increases significantly beyond
4 cells, rising by 159.7% at 5 cells and 366.4% at 6. This
indicates that the OAI-CU has reached its saturation point
and cannot keep up with the incoming traffic load. Unlike
Blink, the OAI-CU struggles to maintain consistent packet
processing delay when scaling up the number of cells, leading
to noticeable QoS degradation. This decline in performance is
not limited to packet processing delay but also affects overall
throughput and packet loss rate, as we discuss further below.
Scalability: according to 3GPP standards, packet sizes are set
to 64 bytes for urLLC and 1500 bytes for eMBB. Expected
throughput ranges for these applications are 0.1 to 10 Mbps
for urLLC and 100 to 1000 Mbps for eMBB. Our testbed
configuration provides a maximum theoretical bandwidth of ~
150 Mbps per cell. For our multi-cell evaluations, we use the
RFsimulator, which bypasses the conventional low-level driver
that transmits I/Q samples to an SDR device for modulation.
Instead, the signal exchange occurs directly between the DU
and UE, resulting in a consistent bandwidth usage of ~ 40
Mbps. This setup leaves around ~ 110 Mbps per cell available
for processing UE traffic.

Fig.5a shows that in the eMBB traffic scenario, both Blink
and the OAI-CU exhibit similar throughput patterns as the
number of active cells increases. Both achieve a peak aggre-
gate throughput of ~ 400 Mbps for OAI-CU and ~ 444 for
Blink at 4 active cells, after which throughput declines as more
cells are introduced. This indicates a bottleneck and supports
our CPU utilization findings discussed in Fig.1 above. This
bottleneck originates from the DU’s RLC as it struggles to
handle the high data throughput, leading to transmission buffer
overload when processing eMBB large-sized packets which
results in packet loss. Fig. 5b shows evidence of this through
total CPU utilization of the DUs. When handling eMBB
traffic, utilization rises quickly with the increasing number of
cells then declines sharply past 4 active cells indicating RLC
saturation and packet loss.

This behavior changes in the urLLC scenario, where the
packet size is reduced to 64 bytes, resulting in a higher
PPS rate that shifts the bottleneck to the CU-UP. Here,
Blink demonstrates superior scalability and achieves higher
aggregate throughput compared to the OAI-CU as the number
of active cells increases. As shown in Fig.5a, Blink maintains
a consistent urLLC throughput of ~ 8 Mbps per cell and

processes the large volume of urLLC packets without any
QoS degradation. Although Blink’s pipeline can handle a
much greater number of active cells, our testbed’s hardware
limitations prevent us from scaling beyond 9.

In contrast, the OAI-CU experiences a marked decline in
throughput beyond 4 active cells, indicating its inability to
handle the increasing packet rate effectively, thus leading to a
performance bottleneck. Given that very small packet sizes are
necessary to ensure the RAN’s bottleneck remains at the CU-
UP, thereby highlighting the benefits of offloading to Blink, we
exclusively use urLLC traffic for our subsequent evaluations.
Reliability: Fig.5c and Fig.5d illustrate the stark contrast in
reliability between Blink and the OAI-CU as the number of
active cells increases. Blink can handle over 50K PPS while
maintaining near-zero packet loss, showcasing its ability to
manage high data rates with exceptional reliability. In contrast,
the OAI-CU reaches its maximum capacity at around 30K
PPS with 4 active cells, after which its performance declines
sharply. This decline is accompanied by a significant increase
in packet loss, noticeable at 30% with 5 active cells and
escalating to 100% at 7. These results highlight that, beyond
improving delay and throughput, Blink ensures very reliable
data transmission, a critical requirement for urLLC where
near-zero packet loss is essential.

Flexibility: Blink’s offloading mechanism is inherently flex-
ible, enabled by its trigger-based design. The Trigger
continuously monitors the OAI-CU’s traffic on the N3 and
F1-U interfaces, dynamically initiating the offloading process
when pre-configured conditions, such as the OAI-CU near-
ing saturation or QoS degradation, are detected. Fig.6a and
Fig.6b demonstrate how Blink’s offloading can be adapted
in real-time when QoS falls below a predefined threshold.
As previously established, the OAI-CU can handle up to
4 active cells while maintaining acceptable QoS. However,
upon connecting the 5th cell, the PDCP buffer becomes
saturated as the CU-UP fails to process packets at a suffi-
cient rate. Our OAI-CU logs reveal that the queue for the
TASK_GTPV1_U task reaches maximum capacity, identifying
GTP-U encapsulation/decapsulation as the bottleneck. These
findings align with results reported in previous studies that
highlight TASK_GTPV1_U as the most computationally in-
tensive task within OAI’s CU processing [1]. This bottleneck
results in a 30% increase in packet loss as the OAI-CU
approaches 1000 millicores of utilization. To mitigate this,
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we configure the Trigger to enable offloading once the
packet loss rate exceeds 5%, which occurs with the addition
of the 5th cell. Blink’s offloading is then activated, leading to
a rapid correction in both packet loss and millicore usage.
As additional cells are introduced, Blink seamlessly scales
while maintaining near-zero packet loss, effectively preventing
further QoS degradation.

Per-Flow offloading: Blink’s flexibility extends to granular,
per-flow offloading, allowing for the selective offloading of
specific traffic flows based on predefined conditions rather than
the entire CU-UP processing. As shown in Fig.6¢c and Fig.6d,
we configured the Trigger to offload individual traffic flows
when QoS degradation is detected, indicated by a packet loss
rate exceeding 5%. This is exemplified by the offloading of
flows 4 and 7 upon encountering QoS degradation which is
quickly corrected by offloading the individual flows to Blink.
Such fine-grained control over traffic management enhances
the efficient use of network resources and provides significant
customization potential to fit the varying needs of different 5G
applications.

Base performance: Even at lower traffic loads that do not
lead to saturation, Blink consistently outperforms the GPP-
based OAI-CU across all key QoS metrics. In our testbed
environment, offloading the entire CU-UP processing to Blink
results in a 12% increase in both UE throughput and the
total number of PPS. More critically, Blink ensures low-delay
transmission with a near-zero packet loss rate of ~ 0.001%,
a stark contrast to the OAI-CU’s minimum recorded loss rate
of ~ 1.1%. This represents a significant 1,100x improvement,
a key factor for maintaining QoS in urLLC use cases.

C. Limitations

While Blink demonstrates substantial performance gains
over GPP-based CU-UP deployments, it also has certain
limitations, primarily due to the constrained on-chip SRAM
in programmable switches such as the Tofino 1. Handling a
large number of concurrent flows can overwhelm the available
SRAM, limiting Blink’s capacity to store per-flow state infor-
mation efficiently. In RAN slicing, maintaining QoS across
multiple slices requires a constant handling of stateful infor-
mation. As the number of slices grows, more distinct traffic
flows need to be managed by larger flow tables. Although our
testbed was unable to simulate these high-flow scenarios due
to hardware constraints, addressing this limitation is critical
for real-world, large-scale deployments.

One potential solution is to increase SRAM on the switch
which raises hardware costs. However, this remains more
cost-effective than scaling with commodity servers for multi-
Tbps traffic rates. Alternatively, novel solutions have been
proposed in the literature to mitigate these stateful memory
limitations. Kim et al. [4] introduced the Table Extension
Architecture (TEA), which leverages external DRAM on con-
nected servers to create a larger virtual table accessible by
the switch ASIC. This significantly expands flow-handling
capacity without relying solely on on-chip SRAM, offering
a scalable solution for managing large flow tables. Chen et
al. [25] took it a step further with OptimusPrime, a new
hybrid hardware architecture composed of both pipeline stages
and Run-To-Completion (RTC) cores. It dynamically allocates
these cores or stages based on workload demands, allowing
efficient resource use in both stateful and stateless operations
without relying on resources from external devices, greatly
improving scalability and flexibility.

V. CONCLUSION

Blink is a P4-based CU-UP offloading framework that
leverages the high-performance capabilities of programmable
switch ASICs to offload 5G CU-UP processing. Blink offers
native flexibility through its trigger-based offloading mecha-
nism, making it adaptable to varying network conditions. Our
evaluations demonstrate that Blink significantly outperforms
existing GPP-based CU-UP implementations such as OAI-
CU and prototype offloading solutions such as CUP4, in all
key QoS metrics. Its flexible offloading mechanism supports
seamless scalability and reliability, effectively managing con-
current flows from multiple DU/UE cells while maintaining
QoS guarantees. Future work will focus on extending Blink’s
offloading capabilities to other hardware acceleration options,
such as smartNICs, to address the inherent limitations of
switch ASICs and enable the offloading of more complex CU-
UP functions such as ROHC and user data ciphering to enable
Blink to support a wider variety of use cases and applications.
Additionally, efforts will be directed toward addressing the
switch’s SRAM limitations by integrating innovative solutions
to further enhance Blink’s scalability and performance.
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