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Abstract—The virtualization and distribution of 5G Radio
Access Network (RAN) functions across radio unit (RU), dis-
tributed unit (DU), and centralized unit (CU) in conjunction
with multi-access edge computing (MEC) enable the creation
of network slices tailored for various applications with distinct
quality of service (QoS) demands. Nonetheless, given the dynamic
nature of slice requests and limited network resources, opti-
mizing long-term revenue for infrastructure providers (InPs)
through real-time admission and embedding of slice requests
poses a significant challenge. Prior works have employed
Deep Reinforcement Learning (DRL) to address this issue,
but these approaches require re-training with the slightest
topology changes due to node/link failure or overlook the joint
consideration of slice admission and embedding problems. This
paper proposes a novel method, utilizing multi-agent DRL and
Graph Attention Networks (GATs), to overcome these limita-
tions. Specifically, we develop topology-independent admission
and slicing agents that are scalable and generalizable across
diverse metropolitan networks. Results demonstrate substantial
revenue gains–up to 35.2% compared to heuristics and 19.5%
when compared to other DRL-based methods. Moreover, our
approach showcases robust performance in different network
failure scenarios and substrate networks not seen during training
without the need for re-training or re-tuning. Additionally, we
bring interpretability by analyzing attention maps, which enables
InPs to identify network bottlenecks, increase capacity at critical
nodes, and gain a clear understanding of the model decision-
making process.

Index Terms—5G RAN, MEC, network slicing, deep reinforce-
ment learning, graph attention networks.

I. INTRODUCTION

THE DISAGGREGATION of the 5G radio access network
(RAN) into a three-layer architecture, encompassing

radio unit (RU), distributed unit (DU), and central unit (CU),
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provides flexibility in distributing RAN functions to meet
distinct quality of service (QoS) requirements of applications
provisioned for 5G and beyond networks. Multi-access Edge
Computing (MEC) can further enhance QoS by bringing
application servers closer to end-users, and is best suited
to applications requiring very high bandwidth and ultra-low
latency, such as video streaming, virtual reality, and mission-
critical applications. Network slicing, enabled by network
virtualization and software-defined networking (SDN), can
leverage both RAN disaggregation and MEC to provide
isolated and differentiated end-to-end (E2E) virtual networks,
i.e., network slices. Each slice guarantees a specific QoS with
dedicated resource allocations while sharing the infrastructure
with other applications using the network, improving resource
utilization. Nonetheless, effective management of the entire
5G system, encompassing RAN, MEC, core, and transport
networks, is imperative for infrastructure providers (InPs) to
achieve efficiency and revenue gains through network slicing.

Metropolitan 5G networks usually consist of multi-tier
nodes—access, aggregation, and core—interconnected by
mesh-like or multi-ring topologies [1], [2], [3]. Connected to
the cell sites are the access nodes, which are linked to the core
by aggregation nodes. Centralized sites and links have more
resources, but incur more transport latency and bandwidth
as unprocessed data traverses to the higher-tier sites. From
the InP’s perspective, centralizing RAN and MEC virtual
network functions (VNFs) can increase multiplexing gains
(e.g., power consumption and maintenance [4]), and avoid
computing bottlenecks at the access, provided that the delay
constraints and bandwidth requirements of individual VNFs
are met. Therefore, to ensure the optimal placement of VNFs,
technical and cost-effective trade-offs between throughput,
latency, and centralization must be considered.

We assume slices consist of RAN (i.e., RU, DU, CU) and
MEC VNFs, along with virtual links (VLs) that connect them,
collectively referred to as Virtual Networks (VNs). Each slice
type is uniquely identified by the embedded MEC application.
E2E application latency and throughput are considered as
the main QoS metrics. The addition of MEC complicates
the RAN slicing problem by imposing the MEC application
latency requirements on top of the latency requirements of
individual RAN components. In Fig. 1, we see two slices
corresponding to two MEC applications, extending from RU
to the MEC application server. Slice 1 embodies a video
streaming application characterized by a pronounced need for
a high data rate, with a relatively lenient requirement for low
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Fig. 1. VNF placement for two slices extending from RU to MEC; Slice 1
for video streaming with high data and moderate latency requirements, and
Slice 2 for remote surgery with strict latency demands. The placement of CU
and DU components for Slice 2 must be close to the base station, while Slice
1 has more flexibility in placement.

latency. In contrast, slice 2 is for a remote surgery application
with stringent latency requirement. While placing CU and
DU VNFs of both slices on more centralized nodes can meet
the delay demands associated with RAN VNFs, the delay
constraint of remote surgery MEC application mandates their
proximity to the base station in slice 2. However, the placement
of CU and DU for slice 1 enjoys a higher degree of flexibility.
This flexibility enables the selection of physically distant
nodes, closer to the core network, to host these components.

Requests for different slice types are generated dynamically
over time by slice tenants, such as service providers. InPs
generate revenue from accepting and accommodating network
slice requests, but not all requests can be met due to resource
limitations in the substrate network. Moreover, the revenue
earned for each request may vary depending on factors such as
the tenant’s subscription and QoS requirements. Therefore, to
maximize the long-term revenue, the InP should: (i) perform
admission control (AC) in a way that maximizes the long-term
revenue, (ii) place the RAN and MEC VNFs according to their
delay and processing requirements, and (iii) route traffic from
the originating cell site to the core, which is the Internet’s
interface to the mobile infrastructure. We refer to the latter
two (i.e., ii and iii) decisions as slicing.

Deep reinforcement learning (DRL) has shown promising
performance in addressing the RAN/MEC slicing [5], [6]
and AC problems [7], [8] in a disjoint setting. Sulaiman
[9], [10] developed a solution for the joint AC and RAN
slicing problem, which resulted in increased long-term rev-
enue for the InP. Their solution was designed for a simple
multi-tier network using multi-agent DRL and demonstrated
superior performance compared to its single-agent counterpart.
However, they use multi-layer perceptron (MLP) models for
both tasks, i.e., slicing and AC, which limits scalability and
generalizability across different networks. With MLP archi-
tectures, information about the network state, which includes
the topology, and features of all nodes and links, is passed to
the model as a whole. Moreover, the formats of these feature
vectors are defined during model initialization and training.
As a result, with the slightest topological variation, e.g.,
node/link failure or network expansion, the model becomes
obsolete and requires re-training or re-tuning. Training a deep
neural network from scratch can be prohibitive, especially in a
highly dynamic environment, or under tight application delay
requirements. In addition, it is not feasible to train separate

models for all possible topology variations beforehand, as this
would result in an exponential number of models.

In this work, we integrate multi-agent DRL with
Graph Neural Network (GNN), which provides promis-
ing topology-independent feature extraction capabilities [11].
More specifically, we use a recent variant of the popular
Graph Attention Networks (GATs) [12], GATv2 [13], which
is a spatial-based GNN model (cf., Section II-A). Spatial-
based methods are popular for their efficiency, flexibility, and
generalizability and work by propagating node features across
edges [11]. In GATs, an attention mechanism is used that
effectively exploits the structural characteristics of networks
by learning how each node contributes to its neighbors. In
addition, different from all other GNNs, they can take the
edge features directly into account. Utilizing GATv2 and a
novel learning model, we propose a generalizable RAN/MEC
slicing DRL agent. For AC, we employ an MLP with an
input that consists of features of the nodes and edges where
VNFs and VLs are respectively placed, and the slice request
information. Such input is independent of the topology, so the
MLP-based AC agent can operate in the presence of changing
network conditions. Note that GNNs have been previously
applied to Virtual Network Embedding (VNE) problems to
extract spatial features of the topology [14], [15]. However,
these works mainly rely on spectral-based GNN models (cf.,
Section II-A) and dense layers to model substrates and VNs,
which limits their applicability to static network topologies.

This work builds upon our prior publication [16], where
a novel approach for joint AC and MEC/RAN slicing was
introduced. In this paper, we expand the evaluation of the
models, focusing on their robustness and generalizability.
Moreover, we introduce a novel application of the slicing
agent’s attention mechanism to add interpretability to the
model and enable the identification of network bottlenecks.
To the best of our knowledge, this is the first time such an
approach has been used, providing InPs with the potential
to make targeted capacity enhancements in the most critical
areas of the network. The combined contributions of the work
include:
• The problem of joint AC and MEC/RAN slicing in

5G metropolitan networks under E2E application delay
and resource constraints is modeled as an integer linear
programming (ILP) problem.

• A novel solution for the joint online AC and slicing
problem is proposed using multi-agent DRL. For slicing,
a generalizable GNN-based DRL agent, and for AC, a
topology-independent MLP is devised, which allows both
of them to operate on arbitrary topologies.

• The proposed approach is evaluated and compared to
greedy and state-of-the-art heuristics, and DRL-based
solutions. Our model outperforms the baselines by up to
35.2% in the overall revenue gain.

• The robustness of our slicing and AC agents is assessed
under variations in arrival patterns from the training
conditions. The results indicate that GNN-based models
exhibit superior robustness compared to their MLP-based
counterparts, ensuring dependable network operation
even in dynamically changing conditions.
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TABLE I
LIST OF FREQUENTLY USED ABBREVIATIONS

• The generalizability of our proposed solution is evalu-
ated under previously unseen network topologies. Our
approach consistently outperforms other methods, even
when applied to a network that is 4× larger than the
training network, by up to 34.5%. This suggests that our
proposed model, which is trained on a simulated network,
can be reliably used in real-world networks.

• The generalization capability of the different approaches
under varying node/link capacities is evaluated, and novel
insights are derived regarding changes in InP revenue
with different resource capacities.

• The robustness of the proposed approach under differ-
ent network failure scenarios is evaluated. Our results
show that the GNN-based approaches maintain their
performance even under multiple node failures.

• The attention maps for various topologies are extracted
from the GNN-based model of the slicing agent. The
analysis of these maps demonstrates their potential in
identifying bottlenecks and facilitating capacity improve-
ments in the most critical nodes. Moreover, they offer
InPs a clear understanding of the rationale behind model’s
decisions, thereby fostering trust in the model.

Table I shows the frequently used abbreviations in the paper.
The rest of the paper is organized as follows. Section II
reviews the state of the art. Section III provides background
on RAN slicing and mathematically formulates the joint AC
and MEC/RAN slicing problem. The proposed method is
introduced in Section IV and evaluated in Section V. Finally,
Section VI concludes the paper and instigates future directions.

II. BACKGROUND AND RELATED WORK

In this section, we provide a background on GNNs and
GATs, as well as a review of relevant literature in the area
of RAN slicing. We also highlight works that use GNNs in
contexts closely related to our problem. A detailed overview
of the most relevant works is presented in Table II.

A. Graph Neural Networks

Graph data differ from other data types due to its
non-Euclidean structure. For example, Convolutional Neural
Networks process the relationship between adjacent pixels in
an image by sliding a kernel over it. However, images consist

of a fixed grid of pixels that remain constant throughout
the data. This approach is not applicable to graphs because
of their complexity and variability. GNNs are neural models
designed to operate directly on graph-structured data and have
numerous variants. The main goal of a GNN is to learn a low-
dimensional vector representation for each node hv , which can
be used for different learning tasks.

ConvGNNs are a popular variant of GNNs that extend the
convolutional operator to graphs and have two categories:
spectral-based and spatial-based [11]. The first category,
including the popular Graph Convolutional Networks (GCN),
performs graph convolutional operation on the entire graph
at once in the Fourier domai and thus suffers from poor
scalability and generalizability. Spatial-based GNNs address
these limitations by implementing graph convolutions using
message-passing between the neighboring nodes of the graph
to learn their relationships. As a result, they are able to
capture the spatial correlation present in different parts of the
graph, irrespective of its structure. In each layer, first input
graph nodes’ features/representations {hv ∈ R

F | v ∈ V} are
aggregated with those of their neighbors. The combined rep-
resentations are then passed through a transformation function
g (e.g., a dense layer and a non-linearity) to produce new
representations {h ′v ∈ R

F ′ | v ∈ V}. Specifically, for each
node, we perform

h ′v = g(hv , AGGREGATE({hu | u ∈ Nv})), (1)

where Nv is the set of neighbors of node v and AGGREGATE
can be any permutation invariant function, e.g., mean. The
selection of g and AGGREGATE in the update process
contributes the most variance among different spatial-based
models [13]. GNNs leverage the aggregation of neighboring
node features and transformation functions to update node
representations at each layer. By learning from node features
and the relationships among nodes, GNNs offer a generalized
model that can adapt to changes in network topology without
re-training.

B. Graph Attention Networks

Many spatial-based GNN models assume the contributions
of the neighboring nodes on the central node’s representation
are either identical or pre-determined (e.g., [19]) in the
aggregation process. In GAT [12], however, a learned attention
layer is used to output a representation based on the weighted
average of neighbors’ representations. In addition, this method
allows us to consider edge features huv ∈ R

Fe by including
them in the input of the attention layer. In this paper, we use
GATv2 which has a simple adjustment to the way attention
is calculated in GAT and has been shown to be theoretically
and empirically superior [13]. The attention mechanism which
is defined by scoring function e : RF ′ × R

F ′ → R in this
method calculates the relative importance of the features of
the neighbor u to the node v as

GATv2 : e(hv , hu ) = a� LeakyReLU(W .[hv‖hu‖hvu ]),
(2)
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TABLE II
SUMMARY OF CLOSELY RELATED WORKS AND COMPARISON TO OUR APPROACH

where a and W are learned and ‖ is the concatenation
operator. Using the Softmax function, attention scores are then
normalized across all neighbors as

αvu = softmaxNv
(e(hv , hu )) =

exp(e(hv , hu ))∑
u∈Nv

exp(e(hv , hu ))
.

(3)

Finally, these normalized attention scores are used to calculate
a new representation for each node, by a weighted average
followed by a non-linearity (σ):

h ′v = σ

⎛

⎝
∑

u∈Nv

αvuW hu

⎞

⎠. (4)

Note that once the parameters of the attention mechanism
and linear transformation, i.e., a and W, are learned, there is
no need for re-training with each topological variation and
only (2) and (4) should be recalculated for affected nodes.

C. RAN Slicing

Yu et al. [21] were the first to investigate the 3-layer RAN
slicing in the context of metro/aggregation networks. They
analyzed the problem of CU/DU placement and routing to
minimize the number of central offices (COs) housing the
functions under delay and capacity constraints. The authors
showed that the increased flexibility of a 3-layer RAN archi-
tecture leads to a higher consolidation of COs. Based on the
same architecture, Yu et al. [17] investigated isolation-aware
slicing and proposed a heuristic for minimizing the number
of active COs or wavelengths under isolation and latency
constraints. Marotta et al. [22] tackled the same problem but

also considered the reliability requirements of different slices.
All of these approaches employ a heuristic method to place
VNFs and then use variants of the shortest-path algorithm for
routing. In addition, they work in an offline setting, i.e., an
objective function is optimized over all the requests.

Recent studies have explored the use of DRL for offline
RAN function placement and routing. Gao et al. [5] proposed
a DRL-based method with the goal of minimizing the number
of active COs, bandwidth cost, and transport latency. However,
this method did not take into account E2E application latency
constraints. Murti et al. [6], investigated function placement in
the context of MEC-enabled RAN. The objective of this study
was to minimize operational costs while adhering to delay and
capacity constraints. In this work, placement decisions were
made for each cell rather than for each individual request.

The aforementioned works do not take AC into consider-
ation. Sulaiman et al. [9], [10] proposed a solution for the
online joint RAN slicing and AC problem that adheres to
E2E application delay and resource capacities using multi-
agent DRL. Their results showed that incorporating an AC
mechanism can lead to higher revenue by preemptively
rejecting low-priority slice requests. However, due to the
MLP architecture employed for both tasks, their method has
limitations in terms of scalability and generalizability to large
and previously unseen substrate networks.

D. Learning Using GNN

GNN-based architectures have been employed in
networking for applications such as RAN function place-
ment [20], Virtual Network Embedding (VNE) [14], traffic
routing [23], and congestion prediction [24]. These methods
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leverage the ability of GNNs to capture spatial information in
network topology [14] and their generalizability to different
topologies [23], [24]. Among these applications, RAN slicing
shares many similarities with VNE, which is a resource
allocation problem involving the mapping a VN onto a
substrate network. Therefore, we will also discuss relevant
works in this area.

Yan et al. [14] were the first to apply DRL with GNNs,
specifically GCN, to the VNE problem and showed that it can
lead to a higher acceptance ratio. The DRL agent places the
VNFs one-by-one on substrate nodes with sufficient CPU and
bandwidth, and then, the shortest-path algorithm is utilized
for routing between the selected nodes. Zhang et al. [18]
investigated the same problem when VNs can dynamically
change over time. However, GNN-based DRL is solely used
for the initial mapping and a heuristic is leveraged to remap
the VN when a change happens. Esteves et al. [15] extended
the approach in [14] by considering more resource types for
each VNF and using heuristically assisted DRL for faster
convergence. However, the use of spectral-based GNN models
(cf., Section II-A) and dense layers in the learning model limit
the applicability of these works to static network topologies.
Habibi et al. [19] employed a spatial-based graph autoencoder
to cluster similar substrate nodes based on their resources and
accessibility. However, the final node and link embeddings
across clusters are decided using a Breadth-First Search (BFS)
algorithm which is not efficient.

Wang et al. [20] have proposed a DRL-based method that
uses a custom edge features-enhanced GNN for offline RAN
function placement and routing. While their approach employs
GNNs for feature extraction, the feature graph is flattened
and fed into a fully connected (FC) neural network for the
final decision-making process. This approach limits the gen-
eralizability of the model to networks with the same number
of nodes. In this paper, we use an attention-based GNN,
namely GATv2 [13], combined with DRL for slicing. The
use of GATv2 and the employed learning architecture allows
us to operate on unseen topologies with varying numbers of
nodes, edges, or capacities, without the need for retraining.
Furthermore, we incorporate an AC mechanism and take into
account the E2E application delay constraint, which is crucial
for delay-sensitive applications.

III. SYSTEM MODEL AND PROBLEM STATEMENT

This section details the considered network model and the
formal problem. Table III shows a list of important notations.

A. RAN and MEC Architecture

Fig. 2 shows RAN functions and different split options
proposed by 3GPP [25]. In this paper, aligned with 3GPP
and ITU-T recommendation [26], we consider options 2 and
7 for higher layer (CU/DU) and lower layer (DU/RU) splits,
respectively, and use the terms midhaul-I (MH-I) and fronthaul
(FH) to refer to the corresponding transport network segments.
In addition, we assume that the CU includes only the user-
plane PDCP function and control-plane functions are placed in
the core network (CN). This configuration is particularly useful

TABLE III
LIST OF FREQUENTLY USED NOTATIONS

Fig. 2. Mapping RU, DU, CU, and MEC functions and FH, MH-I, MH-II,
and BH networks to the split points [25], [26], [27].

for applications that do not require rapid call establishment but
require a low user-plane delay, e.g., cloud gaming [1]. MEC
can be integrated with the 5G network in various ways [27].
We assume that the MEC includes an edge application, as well
as local user-plane functions (UPF) and is connected through
the midhaul-II (MH-II) and backhaul (BH) network to the CU
and CN, respectively. Finally, CN is connected to the Internet.

For each network slice, the individual RU, DU, CU, and
MEC entities are virtualized and placed at different physical
locations according to their latency and resource requirements,
and residual capacity in the substrate network. For each slice
request, we assume RU is placed on the access node connected
directly to the originating cell and CN is placed on the core
node, which has abundant capacity, and therefore, we only
decide the placement of DU, CU, and MEC, and routing from
the access site to the core node. The specifications of MEC
depend on the type of the application, however, we use the
following formulations to calculate the computation (ccpuDU and
c
cpu
CU in Giga Operations Per Second (GOPS)) and bandwidth
(λl in Mbps) requirements of RAN components and their
interconnecting transport segments, respectively.

c
cpu
DU = kDU

1 BA2L+ kDU
2 BALM + kDU

3 A, (5)

ccpuCU = kCU
1 A, (6)

λl = k l1λ
new + k l2, ∀l ∈ {FH,MH-I,MH-II,BH}, (7)

where k parameters in (7) and (5)-(6) are constant coefficients
specific to different RAN functions whose details can be
found in [28], [29], and [30], respectively. λnew, B, A, L,
and M represent the application traffic, carrier bandwidth,
number of antennas, traffic load, and modulation (in bits per
symbol). While MH-I (i.e., λMH-I) and MH-II (i.e., λMH-II)
bandwidth requirements for each slice request are almost
equal to λnew, FH interface (i.e., λFH) requires considerably
higher bandwidth. The bandwidth requirement at the BH
network (i.e., λBH) depends on the amount of Internet traffic
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Fig. 3. Virtual network model of service s.

of each type of service. Moreover, each RAN component
has a specific delay requirement. From the RAN perspective,
for DU, depending on the specific vendor implementation of
the HARQ loop, it can be up to 2 ms for the case where
interleaving is done, and for CU, it could be up to 6 ms [29].
However, since DU and CU are before MEC in the user-plane,
their delay requirements depend on both the respective RAN
component and the E2E application latency, i.e., the minimum
value should be considered.

B. System Model

Substrate network: We consider a network architecture
consisting of N access and aggregation sites equipped with
dedicated processing capabilities. Access nodes can be con-
nected to one or multiple cell sites. We also have a core1 node
with abundant resources which can host the CN. These nodes
are connected through an undirected graph G = (V, E), where
V is the union of N and core node (index 0), and E is the
set of all physical links. We denote by C cpu

v and C ram
v the

maximum computing and RAM resource capacities of each
node v ∈ V , respectively. Also, each link e ∈ E has a certain
bandwidth capacity, Be , and delay, de .

Slice types: We consider a set of S slice types, i.e., MEC
applications. Throughput and E2E application delay constitute
QoS metrics, and are denoted by λnews and Dsrv

s , respectively.
RAN and MEC form a VN consisting of a chain of five
VNFs, F = {f0, . . . , f4}, namely, RU, DU, CU, MEC, and
CN, and four VLs L = {l1, . . . , l4}, namely, FH, MH-I,
MH-II, and BH (cf., Fig. 3). For slice type s, we can denote
the computing and memory resource requirements of VNF
f, and bandwidth requirement on VL l by c

cpu
s,f , crams,f , and

λs,l , respectively. The CPU and bandwidth requirements can
be calculated according to equations (5)-(7) for RAN VNFs.
We assume that RAM requirements follow the same pattern
as computation requirements for RAN VNFs. For MEC, these
requirements depend on the computational complexity of the
specific application. The delay requirement of VNF f is also
shown by Ds,f , which for MEC is equal to Dsrv

s .
Slice requests (SRs): Requests arrive for different slice

types over time. We characterize each generic SR k by its slice
type, the access node on which this request was first submitted,
nsrc
k , offered revenue, pk , and the set of time slots it needs to

receive service (i.e., operation time), Tk = {tarvk , . . . , tarvk +
τk − 1}. We analyze the system over period T and denote the
set of all SRs for slice s and for all the slices that arrive over
this period by Ks and K, respectively.

1The formulation can trivially be extended to networks with more than one
core node.

C. Problem Formulation

Given the knowledge of future SRs, the offline RAN slicing
and AC problem should decide about the admission of each
SR and the embedding of its corresponding VN.

Decision variables: Let α = [αk ]k∈K denote admission
matrix, where αk ∈ {0, 1} denote whether SR k is admitted
(αk = 1) or not (αk = 0). VNF embedding decisions are
defined by the matrix X = [x kf ,v ]r∈R,f ∈F ,v∈V , where x kf ,v ∈
{0, 1} indicate whether VNF f of SR k has been placed on
physical node v (x kf ,v = 1) or not (x kf ,v = 0). In this work, we
consider single-path routing, i.e., each VL is mapped to one
physical path. Let q ∈ Q denote a simple path in the physical
network. A path is a sequence of links between two nodes
src(q), dst(q) ∈ V . We assume ∅ ∈ Q for which src(q) =
dst(q), to consider co-location of VNFs. So, we define matrix
Y = [ykl ,q ]k∈K,l∈L,q∈Q to describe VL embedding decisions,

where ykl ,q ∈ {0, 1} indicates whether the traffic of VL l in

SR k has passed through q (ykl ,q = 1) or not (ykl ,q = 0).
Admission and embedding constraint: If SR k is admitted,

it will remain in the system throughout its operation time,
t ∈ Tk , and the corresponding VN should be embedded into
the substrate network. The following constraint ensures the
embedding of each VNF and VL of an SR on one physical
node and one physical path, respectively, if and only if it is
admitted:

αk =
∑

v∈Vk,f
x kf ,v =

∑

q∈Q
ykl ,q , ∀k , f , (8)

where Vk ,f ⊆ V includes the physical nodes on which VNF f
of SR k can be placed. As discussed, the placement is decided
for DU, CU, and MEC for which Vk ,1 = Vk ,2 = Vk ,3 =
V, ∀k . However, for the sake of formulation, we also define
VNF embedding variables for CN and RU and set Vk ,4 = {0}
and Vk ,0 = {nsrc

k } to impose the placement of CN and RU
on the core node and originating access site, respectively.

Routing constraints: The problem of selecting paths for
embedding each VL can be framed as the well-known unsplit-
table multi-commodity flow problem [31]. Therefore, routing
variables specified by VL embedding matrix, Y, should meet
the below flow conservation constraint, where src(l), dst(l) ∈
F are source and destination VNFs of VL l:

∑

q∈Q:
src(q)=v

ykl ,q −
∑

q∈Q:
dst(q)=v

ykl ,q = x ksrc(l),v − x kdst(l),v , ∀k , v , l .

(9)

Capacity constraints: The assigned resources to VNFs and
VLs should not exceed the capacity of nodes and links in the
substrate network. These constraints are expressed by

∑

s∈S

∑

k∈Ks
:t∈Tk

∑

f ∈F
c
cpu
s,f x kf ,v ≤ C cpu

v , ∀v , t ∈ T , (10)

∑

s∈S

∑

k∈Ks
:t∈Tk

∑

f ∈F
crams,f x kf ,v ≤ C ram

v , ∀v , t ∈ T , (11)
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∑

s∈S

∑

k∈Ks
:t∈Tk

∑

l∈L

∑

q∈Q
:e∈q

λs,ly
k
l ,q ≤ Be , ∀e, t ∈ T . (12)

In the above constraints, the total used resources at time t
are computed as the sum of resource requirements of active
embedded SRs at that time, i.e., each SR k for which t ∈ Tk .

Delay constraints: Finally, E2E application delay and
individual VNF latency constraints for each SR are expressed
by

∑

l∈L:
l≤f

∑

q∈Q
ykl ,q

∑

e∈q
de ≤ Ds,f , ∀s , k ∈ Ks , 1 ≤ f ≤ 3. (13)

Objective: The goal of the InP is to grant SRs that lead to
the highest long-term revenue. We can formulate the problem
of RAN slicing and AC while optimizing the revenue of InP
over all the requests (or period T ) as

max
α,X,Y

∑

k∈K
pk τkαk subjectto (8)− (13).

The above problem is NP-hard [32] and the information about
SRs is not known in advance. To address this, we propose
using a DRL-based approach to tackle the problem in an online
setting, without requiring prior knowledge of SRs.

IV. GNN-BASED MULTI-AGENT DRL FRAMEWORK

The online scenario requires that SRs be handled one-by-
one as they arrive, such that the long-term revenue of InP
is maximized. When a request arrives, the online DRL-based
solution should decide on its admission and VN embed-
ding based on the current network state. To maximize InP
revenue, the agent should be rewarded for successful embed-
dings and revenue generation. However, such reward design
can potentially lead to unintended behavior, as it becomes
unclear whether lost revenues are a consequence of suboptimal
previous admission or embedding actions. To tackle this issue,
similar to [9], [10], we employ two agents, the slicing agent
and the AC agent, that operate in a coordinated manner.

In our proposed solution, called GNN-AC-SL, first the
slicing agent optimizes the embedding based on the SR’s
specifications and network state to maximize the number of
embedded requests. The AC agent then decides whether to
accept the SR based on the slicing agent’s embedding decision,
the network state, and the SR’s information, so that long-
term revenue is maximized. While designing the AC agent
is relatively straightforward due to a small action space and
an intuitive reward structure, crafting the slicing agent poses
several challenges. In this section, we will first discuss these
challenges and outline our approach to effectively overcome
them. Then, we will provide a detailed explanation of the
two DRL-based agents and their interactions in the revenue
optimization process.

A. Design Challenges of Slicing Agent

1) Large Problem Space: The primary challenge in design-
ing the RL-based slicing agent is the large problem space,
which refers to the set of all possible states, actions, and

transitions that the agent can encounter in the RL environment.
As the substrate network size increases, the agent must process
more information to make viable decisions. Additionally,
the number of possible slice embedding decisions increases
exponentially with network size. A large problem space can
complicate the learning process of the agent. To overcome
this challenge, we simplify the problem by breaking down the
slicing action into multiple steps, each pertaining to a single
VNF placement.

2) Limited Valid Actions: The E2E application delay con-
straints restrict the valid VNF placement decisions to a
relatively small subset of physical nodes in the network. At
the beginning of the training, the DRL agent’s decisions are
entirely random, as the DNN model begins with randomized
weights. If the proportion of valid actions becomes too low, the
agent may get stuck in a loop of invalid actions, leading to poor
trajectories that adversely impact the training performance.
This problem was not severe during training on a smaller
topology. However, when testing on larger topologies, we
address it by implementing action masking [33], which allows
the slicing agent to explore in a smarter way by masking out
invalid actions at any given state. In action masking, we set the
logits of invalid actions to −∞, which gives a zero probability
in the Softmax function that computes the actions probability
distribution. This way, we force the agent to choose from valid
actions.

3) Low Action Temporal Correlation: The impact of slice
placement decisions may not manifest immediately in the sub-
strate network due to the random arrival of slice requests and
the limited number of valid actions, as previously discussed.
For instance, if a slice embedding creates a bottleneck, it may
take several new requests before another slice request arrives
in the affected area of the network. Thus, the consequences
of a particular slice placement decision may not impact the
agent’s decisions until far into the future. In RL, the discount
factor parameter (γ) determines how far the agent should look
ahead when analyzing decisions. However, if this parameter
is too large, the actual and expected reward sums become
indistinguishable, leading to challenges in the training process.
To address this, we opted to train the model on a smaller
topology, reducing the sparsity of action impacts. However,
the trained model maintains their performance on larger
topologies, as demonstrated in the results (cf., Section V-F).

4) Generalizable Model Architecture: The network topol-
ogy is subject to change due to various factors such as
node/link upgrading, failure, or network expansion. A delay
in adapting algorithms to these changes could lead to ineffi-
ciencies, degraded QoS, or even network downtime. Having
the ability to adapt to different substrate network topologies
without the need for re-tuning or re-training the model enables
prompt reaction to maintain operational efficiency and network
functionality in the face of unforeseen conditions. To achieve
this, the DNN model should be topology-agnostic. In the liter-
ature, FC neural network layers are commonly used in artificial
neural networks. However, they rely on fixed input/output
dimensions and ordering, limiting their adaptability to varying
network topologies. GNNs are well-suited for such tasks, but
they are notoriously challenging to train [34]. As a common
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approach, GNNs are combined with additional FC layers to
improve their performance, but this comes at the cost of
sacrificing their generalizability [14], [15], [18]. However, in
our work, we take a different approach by proposing a novel
architecture that operates effectively with arbitrary substrate
networks (cf., Section IV).

B. RL Environment

State (st ): For the slicing agent, we represent the state of
the whole system as a graph, st = (V, E), with node and
edge attributes. Since VNFs will be placed one-by-one, the
current VNF should also be considered in the state of the
system. We define the node features by Xsl = [X sl

v ]v∈V , where
X sl
v ∈ R

F sl
is the F sl-dimensional feature vector of node v

and consists of its maximum and remaining CPU and RAM,
its level in the substrate network (i.e., access, aggregate or
core), and the delay and remaining bandwidth from the last
placed VNF. Moreover, X sl

v includes features of the current
SR and its VNFs, namely the operation time, the index and
the delay budget of the current VNF, and the required CPU
and RAM by the last and current VNFs.

Similarly, the matrix Xsl,e = [X
sl,e
vu ](v ,u) ∈E represents the

edge features, where X
sl,e
vu ∈ R

F sl,e
is the F sl,e-dimensional

feature vector of the edge between nodes v and u and includes
its maximum and remaining bandwidth capacity, and link
delay. Note that the GNN models used in previous works
(e.g., [14]) required embedding the link features into the
node by aggregating the features of the edges that are directly
connected to the node. Using GATv2 in this work, we are
able to pass the network state as a graph-structured data with
features for both nodes and edges.

Unlike the slicing agent, the AC agent focuses solely on
the hosting nodes and edges of the substrate network, based
on the embedding determined by the slicing agent. The AC
agent’s input feature is a F ac-dimensional vector Xac ∈
R
Fac

, which includes information such as the maximum and
remaining CPU and RAM of the hosting nodes, their tier in
the substrate network, and the CPU and RAM requested by
the embedding. Additionally, it takes into account the sum of
requested bandwidth across the substrate network, as well as
the SR’s operation time and revenue.

Action (at ): There are only two possible actions for the AC
agent: admit or reject, i.e., its action space is Aac = {0, 1}.
On the other hand, the slicing agent must select a chain in
the substrate network that has |V||F| possibilities. To reduce
the slicing agent’s action space, we transform VN embedding
into a sequence of VNF embeddings. As a result, the slicing
agent only needs to choose between eligible physical nodes at
each step, limiting its action space to the number of substrate
nodes, i.e., Asl = V . For each SR, we embed four VNFs in
sequence and use the shortest-path algorithm to embed the VL
associated with each VNF.

Reward (rt ): A total reward of +1 is given to the slicing
agent only when it successfully embeds all four VNFs of
an SR. Partial embeddings are not rewarded, encouraging the
agent to learn how to embed requests in their complete form.
Using this system, a rewarding decision can take up to four

Algorithm 1: Slicing and Admission Control
Input: action at , current agent δcurr
Output: next state st+1, reward rt , next agent δnext

1 rt ← 0
2 if δcurr ==“Slicing” then
3 if CHECKACTIONFEASIBILITY(at ) then
4 embedding.add(at )
5 if len(embedding) == 4 then // SR embedding is

complete
6 rt ← 1
7 δnext ←“Admission Control”
8 else
9 MOVETONEXTVNF()

10 δnext ← “Slicing”

11 else
12 MOVETONEXTSLICEREQUEST() // infeasible SR
13 embedding ← ∅
14 δnext ←“Slicing”

15 else if δcurr ==“Admission Control” then
16 if at == 1 then // SR is admitted for deployment
17 DEPLOY(embedding)
18 rt ← revenue

19 go to Line 12

20 st+1 ← READSTATE()
21 return st+1, rt , δnext

steps until an SR embedding either succeeds or fails. Likewise,
the AC agent receives +1 reward for admitting each SR.

Algorithm 1 outlines the simulated RL environment. At
each timestep, the environment receives an action (at ) and
the ID of the agent that issued it (δcurr). The environment
stores the actions until the SR’s embedding is complete or
an action violates a constraint. If the action was issued
by the slicing agent, the environment checks its feasibil-
ity using CHECKACTIONFEASIBILITY(at ), ensuring that the
VNF placement adheres to all network and SR constraints.
If the action is feasible, it is added to the current embed-
ding (line 4). Otherwise, the environment rejects the current
SR, resets the embedding, and moves on to the next SR
(lines 12-14). Once all VNFs in the SR have been placed,
the environment rewards the slicing agent with +1 and calls
on the AC agent for the next iteration (lines 6-7). If the
AC agent decides to admit the current SR, it receives +1
reward and the embedding is deployed on the network using
DEPLOY(embedding), which deducts the required resources
from the network’s overall capacity (lines 17-18). Otherwise,
the environment moves on to the next SR. Finally, the state
is updated to reflect the changes that occurred in the network
during this timestep (line 20).

C. Training Algorithm

We train both AC and slicing agents together as a
multi-agent DRL scenario and utilize the Proximal Policy
Optimization (PPO) algorithm [35], a leading policy-gradient
DRL method. This method has an actor-critic architecture,
wherein, the actor generates the probabilities of selecting
different actions in any given state with a neural network (NN)
parameterized by θ, i.e., πθ(a|st ), and the critic estimates
the expected reward of starting in any state st with a NN
parameterized by φ, i.e., vφ(st ). During each training iteration
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Fig. 4. Neural network architecture.

k, first a set of trajectories Dk = {mi} is collected for both
agents, where mi = {s0, a0, r0, . . . , sT , aT , rT }. This is done
by running action at , sampled from policy πθk at state st ,
and receiving reward rt and next state st+1 according to
Algorithm 1. Then, the parameters of the actor and critic
networks are updated as

θk+1 = argmaxθ
1

|Dk |T
∑

m∈Dk

T∑

t=0

min

(
rt (θ)Â

πθk (st , at ), clip(ε, rt (θ))Â
πθk (st , at )

)
,

(14)

φk+1 = argminφ
1

|Dk |T
∑

m∈Dk

T∑

t=0

(
vφ(st )− R̂t

)2
, (15)

where rt (θ) =
πθ(at |st )
πθk

(at |st ) , R̂t is the discounted cumulative

reward, and Ât is the generalized advantage estimate [36].

D. Neural Network Architecture

As discussed in Section IV-A, a specific design is required
for the slicing agent so that the model can support previously
unseen topologies, without re-tuning or re-training. The NN
architecture of actor and critic modules for the slicing agent
is shown in Fig. 4(a). In the actor, first, the node-wise input
is passed through two FC layers to create embeddings that are
later used by the GNN layers. Although these layers are FC,
they operate on a per-node basis, meaning network information
is fed to them as a batch of single-node feature vectors, X sl

v ,
which has a constant size of F sl. This design aligns with the
topology-agnostic nature of our model, allowing it to process
network information of different substrate network topologies.

Next, three GATv2 layers are used, each with three atten-
tion heads of size 32, to enable information sharing among
neighboring nodes. Finally, the model outputs a single value
per node, and a Softmax function is used to determine the
node-selection probability distribution. Note that in GNN-
based models, it is generally recommended to use 2-4 GNN
layers, as they have demonstrated effectiveness in various
graph-related tasks without excessively increasing the risk of
over-smoothing [11]. Over-smoothing occurs when a GNN
with too many layers propagates information excessively far

TABLE IV
MEC APPLICATIONS WITH CHARACTERISTICS [37]

through the graph, causing node representations to become
indistinguishable from one another. During our experiments,
we found that employing three GATv2 layers yields optimal
performance. However, due to the complexity of the problem,
we found it necessary to incorporate two additional FC layers.
These FC layers enhance the model’s ability to capture node
information but do not contribute to the message-passing
process.

Due to the simpler objective of the critic model and the
fact that it is only used during the training phase in which the
topology is fixed, we use an MLP model for it which has a
faster convergence time. The model is fed with the flattened
|st |-dimensional representation of the state st that is stripped
of some repetitive features. In the same vein, as explained
in Section IV-B, since the input dimensions of the AC agent
remain static regardless of the substrate network size and it has
a small action space of size 2, we opt for a less complex MLP-
based architecture for the AC agent which consists of four
fully connected layers, as shown in Fig. 4. This model’s actor
outputs two values corresponding to admission and rejection
of the current slice request. A Softmax function is used to
generate an action probability distribution, from which the
final action is drawn.

V. PERFORMANCE EVALUATION

A. Simulation Setup

We consider four different types of slices, each associated
with a delay-sensitive MEC application. These applications
include remote surgery (RS), cloud gaming (CG), virtual real-
ity (VR), and video streaming (VS), as detailed in Table IV.
These MEC applications have specific requirements in terms
of throughput, delay, CPU and RAM capacity, and backhaul
traffic [37]. Parameters of other VNFs and VLs in the VN are
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Fig. 5. Baseline metropolitan 5G network used for training.

TABLE V
GNN-AC-SL TRAINING HYPER-PARAMETERS

derived as explained in Section III with a RU configuration
of 20MHz, 4x4 MIMO, and 64QAM. A simulation is run for
2000 time units, with random SRs arriving heterogeneously at
different access nodes. The operation time of each SR follows
N (300, 25). We uniformly assign each SR to one slice type,
i.e., MEC application. By default, we assume SRs arrive at
a total rate of 1 SR per time unit, and each SR has a 50%
chance of being a high-priority (HP) request, offering twice
the revenue compared to low-priority (LP) requests.

We train our agents on the topology shown in Fig. 5,
which comprises 10 access nodes, 2 aggregation nodes, and
1 core node. CPU capacities are equal to 4000, 6000, and
12000 GOPS, and RAM capacities are 100, 150, and 300 GB,
for access, aggregation, and core nodes, respectively. Links
connecting access nodes to each other and to aggregation
nodes are Tier 1 links (cf., Fig. 5) and have a capacity of
2 Gbps and a transmission delay of 1.8 ms. Other links are
called Tier 2 links and have a capacity of 3 Gbps and a delay
of 4.8 ms [1].

B. Implementation

The 5G metro network and its logic code were implemented
as a custom OpenAI Gym environment [38], using Python 3.
GATv2 and NN models were implemented using PyTorch
Geometric [39] and PyTorch [40], respectively. We used
RLlib’s [41] implementation of PPO, alongside Ray’s Tune
platform [42] for training and hyper-parameter optimization.
The training was carried out on an NVIDIA A100 GPU and
took 139 hours. For hyper-parameter optimization, we utilized
the population-based training (PBT) technique [43] and final
results were achieved using the values in Table V. In PBT,
multiple neural networks are trained in parallel using varying
hyper-parameters. After a predefined period of training, the
best-performing model’s weights are copied across the rest of
the models and the hyper-parameters are refined to employ
both exploitation and exploration.

C. Baselines

The following heuristic and DRL-based methods are imple-
mented for comparison. DRL-AC and MLP-AC-SL are the
only baselines with an intelligent AC module. Others greedily
admit all feasible SRs.
• Centralized: a heuristic that places VNFs as close to the

core node as allowed by delay and capacity constraints.
• Node-Ranking (NR): a heuristic for isolation-aware RAN

slicing with delay constraints. We consider the scenario
of the highest isolation level in [17], with the objective
of minimizing active nodes. In this approach, all the
physical nodes are ranked according to their CPU, RAM,
and bandwidth usage, as well as their delays from the
originating access node and their tiers. The highest
ranking node is selected to host the current VNF.

• DRL-AC: slicing is performed using Centralized algo-
rithm, while the admission is decided by the DRL-based
AC agent.

• [MLP/GNN]-SL: in these two approaches, slicing is man-
aged by a DRL agent based on MLP/GNN architecture.

• MLP-AC-SL: multi-agent DRL-based method that uses
MLP architecture for both agents similar to [9], [10].

The computational complexity of heuristic-based algorithms
like Node-Ranking varies with the heuristic used. For example,
using a simple metric, such as available CPU capacity, the
complexity for ranking and sorting is O(|V|log |V|). However,
more complex metrics can significantly increase this complex-
ity. The computational complexity for k th feed-forward layer
in an MLP is O(Fk−1Fk ), where Fk represents the number of
output features and F0 = |V|F + |E|Fe . For k th GATv2 layer,
the computational complexity is O(|V|Fk−1Fk + |E|Fk ) [13],
where Fk represents the number of output features, and F0 =
F+Fe . Since the number of these features does not scale with
the network size, DRL-based approaches offer polynomial
time complexity relative to the number of graph nodes and
edges. Consequently, once trained, DRL-based approaches
generally have a similar computational load to heuristic-based
methods.

D. Evaluation Results on Training Network

We evaluate the performance using the best-performing
model checkpoint from the training phase. Fig. 6 shows total
revenue, the portion achieved by granting HP and LP SRs,
and the percentage improvement compared to the Centralized
baseline. The Centralized approach performs the worst
as it greedily places VNFs near the core, leading to band-
width bottlenecks, especially with high-throughput SRs. NR
approach performs relatively similarly because it relies on
a feature weighting system that requires manual fine-tuning
based on the SR type and the substrate network. These two
heuristics are followed by DRL-based slicing-only methods,
GNN-SL and MLP-SL. These approaches exhibit nearly
equivalent performance in terms of achieved revenue and
number of granted HP and LP SRs since they greedily admit
all feasible SRs.

Next, we have the joint slicing and AC solutions, starting
with DRL-AC. Although DRL-AC uses an intelligent AC,
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Fig. 6. Evaluation results on the baseline training network.

it is stuck on a local optimum, deploying only HP SRs. This
is due to the inability of the Centralized approach to avoid
bottlenecks and accommodate more SRs. Consequently, with
inefficient embeddings and less overall SR embeddings offered
to the AC agent, it chooses to skip LP SRs. The situation
improves significantly when we combine the intelligent AC
and slicing agents in MLP-AC-SL and GNN-AC-SL. These
agents can operate in harmony and reach their maximum
capacity. Although GNN-SL performs slightly worse than
MLP-SL, but when combined with the AC agent in GNN-
AC-SL, it excels by admitting more HP SRs. This shows that
the slicing agent’s performance depends on both the number
and quality of embeddings concerning resource utilization (cf.,
Figures 6(c) and 6(d)). This advantage makes GNN-AC-SL
the highest achieving approach in terms of overall revenue,
with a 35.2% higher revenue compared to the Centralized
baseline.

Fig. 6(b) provides a detailed analysis of the slicing decisions
made by each method for all slice types, i.e., MEC applica-
tions. The results show that VS and RS SRs are deployed more
than VR and CG SRs across all approaches, due to their lower
processing needs. RS SRs have a restricted delay tolerance,
which limits their placement to their originating access nodes.
In contrast, VS SRs have more relaxed delay requirements,
allowing for greater utilization of the core node. Compared
to MLP approaches, GNN-based methods and DRL-AC aim
at increasing the deployment of higher-paying CG and VR
SRs at the cost of less SRs of types RS and VS. In this
regard, DRL-AC rejects too many VS SRs when compared
to GNN-AC-SL, as only HP SRs are profitable, given the
slicing efficiency.

Figures 6(c) and 6(d) show the distributions of link and
node utilization across the substrate network. As expected, the

Centralized approach has the highest utilization of higher-tier
nodes, but it falls behind DRL-based slicing algorithms when it
comes to access nodes. In fact, Centralized and consequently
DRL-AC have the highest variation of utilization across access
nodes and Tier 1 links. This indicates that the Centralized
heuristic is not able to balance the load across the substrate
network. GNN-based solutions have a higher utilization of
higher-tier nodes compared to MLP-based methods, without
increasing the load on the links. This validates that the
embeddings decided by GNN-based slicing agent are more
efficient in terms of resource utilization. Finally, the addition
of the AC module generally lowers the utilization to make
room for potential HP SRs.

The above results were obtained in the training setting.
However, the traffic experienced by a slice and the distribution
of SR types, can change over time. Moreover, various factors
such as capacity upgrades or downgrades, node or link failures,
and network expansion can change the conditions of a 5G
network. In Section V-E, we evaluate the robustness of our
trained agents by deviating from the training scenario in terms
of the proportion of HP SRs, SR arrival rate, and the capacities
of nodes and links in the training network. We explore the
generalizability of our agents on different topologies and
failure scenarios in Section V-F. Finally, in Section V-G,
we investigate the potential of attention mechanisms in for
identifying bottlenecks within the network.

E. Robustness Analysis

Fig. 7(a) plots the impact of changing the proportion of HP
SRs (from 0.5 used for training) on the total InP revenue.
The revenue of slicing-only approaches increase linearly with
the proportion of the HP SRs since they are imperceptive
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Fig. 7. Robustness analysis.

to SRs’ revenue. In addition, as the proportion of HP SRs
approaches 1 or 0, the AC effect diminishes and GNN-AC-
SL, MLP-AC-SL, and DRL-AC perform similarly or even
worse than their slicing-only counterparts. This decline in
performance can be attributed to the AC agent overfitting to
training condition and is more prominent in DRL-AC because
of inefficient slicing decisions made by the Centralized
approach.

Fig. 7(b) compares algorithms under different network loads
resulting from changing SR arrival rate. We observe that

GNN-AC-SL consistently outperforms the other approaches.
Moreover, as the arrival rate decreases, the performance
of the MLP-based methods deteriorates significantly. This
observation supports the fact that MLP models can overfit
to the input and are less robust, especially in graph-related
applications, when compared to GNNs, to the extent that with
an arrival rate of 0.2 SRs/timestep GNN-AC-SL outperforms
MLP-AC-SL by 18%. Additionally, with an arrival rate of
0.2 SRs/timestep, the resource capacity constraint appears less
severe, leading to a more straightforward scenario, as evident
by comparable performance of NR to GNN-SL.

Figures 7(c) and 7(d) show the achieved revenue of different
approaches under varying network node and link capaci-
ties, respectively. For this purpose, we scale the CPU and
RAM capacities of nodes (i.e., C

cpu
v ,C ram

v ) as well as
the bandwidth capacities of links (i.e., Be) by respective
multipliers Mv and Me . Specifically, we scale these capacities
as Mv .(C

cpu
v ,C ram

v ) and Me .Be , with the multipliers ranging
from 0.2 to 2. In general, the achieved revenue is found to
be more sensitive to node capacities than to link capacities,
because higher capacity at access nodes enables the admission
of more RS slice types without requiring additional bandwidth.
Moreover, the trends observed in these figures align with
the findings in Fig. 7(b), where the GNN-AC-SL approach
consistently achieves the highest revenue (except in extreme
cases in Fig. 7(d), where very low resources allow for few
admitted requests), while the MLP-based models, MLP-SL
and MLP-AC-SL, experience revenue loss at a steeper rate
when deviating from their training scenarios. Specifically,
GNN-AC-SL outperforms MLP-AC-SL by 10.4% when
link capacities are set to 2× of the values used for training
the model in Fig. 7(c). Finally, with lower link and node
capacities, there is a higher chance of resource bottlenecks,
which could potentially be avoided by smart admission con-
trol. Consequently, the DRL-AC approach performs relatively
well in scenarios with lower link and node capacities when
compared to the slicing-only models.

F. Generalizability Analysis

To showcase the generalizability of our proposed model
across different topologies, we evaluate it on unseen sub-
strate networks, without re-training or re-purposing the model.
Specifically, we consider a moderate-size 31-node synthetic
network, and the 52-node real Milan network [44] shown
in Fig. 8(a) and Fig. 8(b), respectively. These networks are
2.5× and 4× larger than the training network, respectively,
and have similar resource capacities and delays. MLP-based
approaches are not tested on these networks as they tied to
a fixed input size and cannot operate if the network changes.
To maintain a comparable load to the training network,
an arrival rate of 3 SRs per timestep is used. Fig. 8(c)
shows the total achieved revenue on these networks, with the
performance improvement relative to Centralized. GNN-AC-
SL outperforms the heuristic baseline by 31.0% and 34.5% in
the synthetic and Milan topologies, respectively. Additionally,
in the larger and more complex Milan topology, GNN-SL
demonstrates better performance than DRL-AC, indicating
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Fig. 8. Generalizability analysis across different unseen topologies. (a) and (b) represent new studied topologies: (a) is the synthetic network with 31 nodes
and 54 links, and (b) is the Telecom Italia metro-regional network with 52 nodes and 72 links [44]. (c) shows the achieved revenue of different approaches
across these new topologies.

Fig. 9. Generalizability analysis across different failure scenarios.

greater impact of intelligent slicing in intricate topologies
compared to intelligent AC.

We also investigate the performance of these algorithms
on dynamic network topologies, such as when nodes and
links are disabled due to network shutdowns or failures. This
investigation demonstrates how the generalizability of our
approach contributes to dependability across a wide range
of unpredictable network conditions. For that, we simulate
scenarios where multiple nodes and their connecting links
are removed from the Milan topology in five stages. At
each stage, the respective highlighted section in Fig. 9(a) is

added to the previously failed nodes, progressively increasing
the magnitude of the failure. The impact of these changes
is depicted in Fig. 9(b). Remarkably, both GNN-AC-SL
and GNN-SL maintain their superior performance, even
under severe faults where multiple aggregate nodes are
removed. Overall, these results validate the scalability of
our proposed solution, GNN-AC-SL, from a small-scale
network to larger real-world metropolitan networks and under-
score its resiliency in coping with node/link failures in real
time.

G. Interpretability Through Attention Map Analysis

As discussed in Section II-A, GATs are based on the
attention mechanism, and update the representation of a
node v by weighting the features of its neighboring nodes
using assigned attention scores αvu . This attention mechanism
enhances the model’s performance and robustness by attending
on the most important nodes and connections in the network,
as observed in our experiments. Moreover, the attention
mechanism has been successfully used in various works to
bring interpretability and transparency to the model [24], [45].
For example, Poularakis et al. [24] employed attention scores
to identify significant network areas for congestion prediction,
reducing monitoring load. Similarly, Renz et al. [45] used
attention mechanism to identify vital objects for path planning
in autonomous cars. In this work, for the first time, we explore
whether we can use this mechanism to identify bottlenecks in
the network. This way, the InP can increase capacity in critical
areas, to improve network performance.

Fig. 10(a) visualizes the attention layer of the slicing agent
when operating on the training topology. The map is generated
by calculating the average of the normalized attention scores
from the last GATv2 layer across the episodes used for
evaluation. Node indices follow the numbering in Fig. 5, and
the bottom bar shows the sum of scores towards each node,
i.e.,

∑
v∈V αvu for each node u. Since the goal of the final

GATv2 layer in our slicing agent’s model is to select the most
suitable substrate node for hosting the current VNF, we expect
it to attend on nodes with more centrality and importance for
satisfying SRs.
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Fig. 10. Extracted attention map of the slicing agent’s last GATv2 layer when operating on the training and Milan topologies. where the node indices follow
Fig. 5 and Fig. 8(b). The attention scores for non-adjacent nodes are equal to zero. The bottom bar shows the sum of attention scores toward each node.

By analyzing the map diagonal, we observe that the
resource capacities of the nodes themselves consistently
hold non-negligible importance in their representations.
Additionally, certain nodes and links exhibit greater impact
than others and the attention relationship between any two
nodes is not necessarily symmetrical. For instance, nodes
1, 2, and 3 pay significant attention to nodes 6, 5, and 4,
respectively, as these are leaf nodes that heavily depend on
their only neighbours, but the reverse is not true. Moreover,
nodes 5 and 6 receive the highest attention scores, since
they are critical nodes that bridge the two halves of the
network. A bottleneck in any of these nodes can prevent SRs
from accessing nodes on the other side of the network. The
asymmetric relationship is attributed to both equation (3) and
the fact that the RU is placed on the access node connected
directly to the originating cell, and the CN is placed on the
core node, which has abundant capacity. As a result, to meet
latency constraints, it is expected that each node pays more
attention to the nodes with higher resources or nodes that are
on the path towards the core node.

To further verify the interpretability of the attention mech-
anism, we extract the attention map of the Milan topology,
as shown in Fig. 10(b). Since verifying these numbers is not
as straightforward as in the training network, we conduct
experiments where we change the capacities of the 10 most
and least attended nodes (excluding the core nodes) and
their connected links in the Milan topology. Fig. 11 shows
the changes in the achieved InP revenue when these nodes’
original resource (i.e., CPU and RAM) capacities and their
connecting links’ bandwidths are scaled by a multiplier (M =
Mv = Me), as discussed in Section V-E. We can see that
scaling the resources at the most attended nodes results in a
higher gain in revenue for the InP compared to scaling the least
attended nodes. Moving from a resource coefficient of 0.2 to 2
results in an 33.2% and 33.4% improvement in total achieved
revenue for the 10 least attended nodes with the GNN-SL

Fig. 11. InP revenue vs. resource capacity coefficient of the 10 most and
least attended nodes (excluding core nodes) and their connected links in the
Milan topology.

and GNN-AC-SL approaches, respectively. In contrast, these
values are 50.8% and 50.9% for the 10 most attended nodes.

Such insights from the attention map provide valuable cues
for understanding the model’s decision-making process and
identifying crucial elements in the network. The InP can use
this information to achieve a higher gain in revenue for a
similar cost of upgrading resources.

VI. CONCLUSION AND FUTURE WORK

In this work, we addressed the problem of joint RAN/MEC
slicing and AC in dynamic metropolitan 5G networks using
DRL. Conventional DRL approaches in this area typically
rely on fully connected NN designs that are bound to the
dimensions of input/output data. Where these models fail
to operate on different topologies, our GNN-based solution
can effectively scale to large previously unseen networks
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without the need for re-training. Our results exhibit the
superior performance of our proposed solution. Remarkably,
our approach achieves up to 35.2% and 34.5% higher overall
revenue than heuristic baselines in the context of training
and previously unseen networks, respectively. Additionally, we
introduced an innovative dimension of interpretability through
attention map analysis, and showed that it has the potential
to help InP identify network bottlenecks and achieve a higher
gain in revenue for the same cost of upgrading resources. By
providing a model with such robustness, generalizability, and
transparency, our solution fosters trust in the utilization of
ML for dependable network operation. In our future work, we
plan to explore the impact of training on random topologies
and scenarios on the generalization capabilities of our model.
Additionally, we aim to investigate the design of models
that can effectively handle scenarios where new slice types
are introduced into the system. This will allow for greater
generalizability in response to changing network conditions
and requirements.
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